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Abstract 

As systems are becoming more interconnected, software is becoming less 

trustworthy and users are increasingly at greater risk of attack. Most operating 

systems allow programs to run with the full set of a user’s permissions and this can 

result in malicious code with the ability to act outside of the expected behaviour of 

the application. Per-application restricted execution models can be utilised to 

confine applications and thus limit the ability of programs to act maliciously; 

however, established confinement models that allow finely-grained restricted access 

to shared resources require the construction of extremely complex policies that do 

not scale well to confine numerous applications. This has limited their practical 

usefulness and acceptance. 

 

Role-Based Access Control (RBAC) is a system-wide per-user confinement model 

that associates users with privileges via semantic constructs known as roles. RBAC 

mediates access to shared resources using abstract policy constructs, and provides 

access control with scalability and manageability. A new confinement model, Role-

Based Execution Environment (RBEE), was designed to demonstrate the feasibility 

of adapting the RBAC model to a per-application context. RBEE illustrates that 

RBAC concepts can be applied to the area of per-application confinement to provide 

similar benefits: improvements in usability, manageability of policy and scalability; 

largely providing a solution to the impracticalities of finely-grained per-application 

confinement. 
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1 Introduction 

1.1 Problem Overview 

As systems become increasingly interconnected, and more programs utilise 

networking technologies, systems are at greater risk of attack. Internetworking 

systems exposes users to untrustworthy software and malicious entities (Jain & 

Sekar, 1999). Three developing trends have increased the need for concern: an 

increasing amount of content is active, the barrier-of-entry for software has dropped 

and software has become more and more exposed to remote attacks (Dunn, 2004). 

1.2 Exposing Users to Untrustworthy Software 

The barrier-of-entry for software has dropped dramatically since the Internet has 

become commonly used as a software distribution medium. The data and software 

exchanged on the Internet is often unauthenticated, meaning that there is little 

assurance of the origin of source (Goldberg, Wagner, Thomas, & Brewer, 1996). 

Even when the author’s identity is known, there is often no assurance of the author’s 

intent.  

 

Malicious software is distributed over the Internet via web sites, email and other 

communication technologies, masquerading as legitimate software (Schmid, Hill, & 

Ghosh, 2002). Trojans, spyware and adware pose serious security and privacy 

concerns. 
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Mobile code is commonly used on the Internet to provide active content (Potter, 

Nieh, & Subhraveti, 2004). Although this may provide users with a richer 

experience, it means that untrustworthy code is executed on the user’s computer. By 

browsing to a web page the user may unwittingly execute code from various 

potentially untrustworthy sources.  

 

Java applets and ActiveX controls allow powerful applications to be incorporated 

into web sites (as opposed to the simple tasks scripting languages such as JavaScript 

are capable of). ActiveX relies on PKI certificates to authenticate the origin of 

programs. If the user decides that the origin can be trusted, the program has free 

reign to access any resources that the operating system allows it to access. This 

access is no more restricted than any other program that the user runs1. Java applets 

and scripts such as JavaScript are more restricted, but still put the user at risk and 

pose serious security concerns. 

1.3 Exposing Software to Attack 

Programs are becoming increasingly Internet aware. Network connectivity exposes 

the user to malicious users and attack from remote locations. Even legitimate 

software from a trusted source could contain vulnerabilities that could be exploited 

                                                

1 A demonstration of this security issue is “exploder”, a signed ActiveX application which shuts down the 

computer (McLain, 1997). Another is “Chaos” that searches the computer for Intuit Quicken and transfers money 

online to another bank account (Wingfield, 1997). 
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by a remote attacker. Common bugs such as buffer overflows can allow attackers to 

gain unauthorised privilege elevation (Cowan et al., 1998).  

1.4 Per-user Security Models 

Most security models used on personal computers allocate a set of privileges to each 

user. Access control models protect users from each other and restrict users’ access 

to resources. Access decisions are usually made based on the identity of the user. 

This means when a user runs a program it is executed with the full set of privileges 

associated with that user. This creates a problem whereby a program trusted to 

perform a particular function may take advantage of other privileges unnecessarily 

assigned to the process in question (Bishop, 1991). The underlying problem is that 

there is no way of telling whether an application is acting on behalf of the user or 

acting maliciously. As discussed above, applications cannot always be trusted to 

only behave as expected.  

1.5 Per-application Security Models 

The obvious solution to this problem is to confine processes or applications to a 

subset of the privileges assigned to the user or system (West & Gloudon, 2003). This 

can be achieved by “sandboxing” an application within a restricted execution 

environment (Prevelakis & Spinellis, 2001). One prevailing problem within this 

research domain that has remained relatively unaddressed is the complexity of 

policy management and the lack of scalability that results in the management task 

increasing more or less in proportion to the number of applications being confined. 
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1.6 Research Objectives 

Role-Based Access Control (RBAC) refers to per-user security models that restrict 

access to resources through organisational abstractions known as roles. Among 

many other advantages, roles provide RBAC with manageability and scalability. 

This research aims to analyse and investigate the suitability of applying RBAC 

constructs to an application confinement security model. Although the two areas of 

research (user-level access control and application-level restricted execution 

environments) have previously been considered separately, this research proposes 

that RBAC role-type constructs can be adapted to provide benefits to the still 

developing area of per-application security. 

 

This research presents a new application-level security framework based on RBAC, 

designed to explore the merits of applying roles to restricted execution 

environments. The new model, Role-Based Execution Environment (RBEE), has 

been analysed to demonstrate the resulting benefits and practical applicability 

presented by applying RBAC concepts in an application confinement context. Also 

identified are issues involved in the adaptation of RBAC to the application 

confinement domain. More generally this research aims to demonstrate the 

importance of per-application security and the feasibility of applying access control 

models to per-application security. 
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1.7 Research Methodologies 

This research utilised design as its primary research methodology. The model RBEE 

was created in order to assess the feasibility of applying role-based concepts to the 

area of restricted execution environments and was therefore developed using a 

modified design methodology for creating RBAC functional packages. The new 

model must conform with established general security design principles (Saltzer & 

Schroeder, 1975) and a set of general design goals (as described in Chapter 3) 

developed to represent a comprehensive application confinement model that 

supports these design principles and provides manageability and scalability. Meeting 

these developed design goals while enforcing established security design principles 

would demonstrate the success of the model to provide a useful, secure system with 

significant improvements over existing finely-grained application confinement 

models, and would demonstrate the feasibility and advantages of adapting RBAC to 

an application confinement model. 

 

The resulting role-based per-application security architecture was analysed using 

conceptual case studies to explore the practical applicability and demonstrate 

specific advantages provided by the model. Each case was discussed in terms of 

policy management, and the security provided by the model was analysed using 

attack trees; a methodical way of describing threats and counter measures pertaining 

to a system (Schneier, 2000). Evaluation criteria and discussion were employed to 

further examine the model and thus comment on the underlying concept of utilising 

roles as a per-application security construct. 
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2 Literature Review 

2.1 Overview 

There are many per-process and per-application confinement models that exist to 

provide restricted execution environments to applications in order to limit their 

ability to behave maliciously. Some simply isolate programs, while others allow 

restricted access to selected shared resources. Unfortunately, isolation creates a 

redundancy of resources (as shared resources have to be duplicated) and prohibits 

applications from sharing resources, while current restricted access models are very 

difficult to manage; and neither of these architectures provides a scaleable solution. 

 

Many access control models exist to restrict the actions of each user on a system. 

These models include Mandatory Access Control (MAC) and Discretionary Access 

Control (DAC) (Department of Defense, 1985). One access control which has 

received a lot of attention and research over the last decade is Role-Based Access 

Control (RBAC). RBAC associates users with roles and roles with permissions. This 

allows RBAC to mediate access to shared resources in a manageable and scaleable 

fashion (D. Ferraiolo & Kuhn, 1992). RBAC is explored with the expectation that its 

concepts could be applied to provide solutions to the similar problems facing 

restricted execution confinement models. 
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2.2 Per-process Restricted Execution Environments 

2.2.1 Unit of Protection 

In per-application or per-process security models, applications or traditional 

processes, rather than users, are utilised as the primary basis for security. Individual 

processes can be confined (per-process security models) or applications (groups of 

processes) can be confined (per-application security models). Dunn argues that 

applications are at the right level of detail for assigning privileges as they are usually 

written by the same entity, exist to perform a cohesive task and are subject to a 

particular set of vulnerabilities (Dunn, 2004). Dunn also draws attention to the lack 

of systems that apply applications as the unit of security reasoning. 

 

By applying security polices to applications, ideally we can confine them to the 

lowest privilege level necessary for them to function as the user expects, thus 

limiting their ability to act maliciously.  

2.2.2 Isolation and Domain Sandboxing 

The most common solution to per-application security is to isolate the application 

within a restricted environment and prevent it from interacting with any objects 

outside of the sandbox. While the functionality of chroot() and FreeBSD jails 

(Kamp & Watson, 2004) are similar to that of a system-wide virtual machine (VM) 

(Madnick & Donovan, 1973), these systems are implemented within the operating 

system, rather than between the operating system and the hardware. 
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Isolation sandboxes such as these primarily create an ‘all or nothing’ type 

application security scheme. They do not allow the user to set complex policies to 

allow applications restricted access to objects outside of the sandbox. All resources 

that the application requires access to need to be copied into the protected 

environment. This may include shared libraries and common commands which may 

need to be duplicated in many separate protected areas for different applications. 

Having to duplicate these resources is a cumbersome and inefficient process. 

 

When multiple instances of these types of systems are used to provide effective 

domains they are occasionally incorrectly referred to as being a RBAC (such as 

(Dunn, 2004; Long, Moskowitz, & Ganger, 2003)). However, the RBAC NIST draft 

specification requires that users must be able to simultaneously exercise permissions 

of multiple roles, and states that products that restrict users to the activation of one 

role at a time can not be classified as a RBAC (D. F. Ferraiolo, Sandhu, Gavrila, 

Kuhn, & Chandramouli, 2001). 

2.2.2.1 chroot() 

The UNIX chroot() system call places the calling application within an isolated 

subset of the file system namespace. The isolated application can then no longer 

name files outside of that subset, thus preventing access to all objects that cannot be 

named. Normal UNIX permissions apply within the isolated environment.  
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When a process with super-user privileges exists within a chroot( ) protected 

domain, users inside the domain can often utilise attacks to break out of the domain 

(Kamp & Watson, 2004). 

2.2.2.2 FreeBSD Jails 

Since 1999 the FreeBSD UNIX operating system has included the jail partitioning 

facility (Kamp & Watson, 2000). The jail() system call aims to improve upon 

the security and functionality provided by the chroot() system call. Security is 

improved by preventing well-documented means of escaping confinement (Kamp & 

Watson, 2004). For all system calls made that could potentially violate jail 

confinement the kernel determines whether the calling process is within a jail. If so 

the system call is denied even if the process’s user id is that of a super-user. Of the 

approximate 260 super-user privileges only 35 are allowed from within a jail (Dunn, 

2004). 

 

Jails improve the functionality of chroot() by adding the ability to subset 

network namespaces and limit network activity to particular hosts and ports. Each 

jail is assigned its own private network address as well as its own private copies of 

operating system objects such as shared memory and sockets. 

 

One other advantage of using jails is the ability to inspect their contents from outside 

of the confined environment. This allows administrators to view the activities of 

attackers that have compromised the security of an application confined within a jail. 
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Jails still suffer the disadvantages associated with these types of application 

confinement. Privilege is very coarsely grained and security comes at the cost of 

redundancy and isolation. 

2.2.2.3 Virtual Machines – VMs 

System-wide virtual machines (VMs) are implemented under the operating system to 

provide security through process separation. A virtual machine monitor (VMM) is 

positioned between the hardware and multiple VMs. The VMM multiplexes the 

physical resources of the physical hardware between the VMs (Dunn, 2004). Each 

VM provides an abstract interface of the hardware to an operating system. Multiple 

operating systems are then able to run concurrently on one physical computer with 

no knowledge of the other operating systems running.  

 

Using VMs can provide a strong barrier between applications on separate VMs as 

they can no longer interact via operating system abstractions, they can only affect 

each other through a network, or if the VMM accidentally exposes the same physical 

resource to multiple VMs (Dunn, 2004).  

 

VMs have long been considered useful security tools, Madnick and Donovan 

(Madnick & Donovan, 1973) proposed using VMs to provide per-user security by 

allowing each user to have their own copy of the operating system. Other researchers 

have since proposed using VMs to isolate separate applications (R Sailer, 2005). 
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VMs are not an ideal solution, as they create redundancy and management 

complexity. If every untrusted application requires a separate operating system to 

execute, each one would require a substantial amount of resources and 

configuration. Therefore there are doubts as to whether VMs provide a practical 

solution to per-application security. 

 

Isolation application confinement models such as VMs also suffer serious sharing 

limitations. Because of the difficulties of allowing restricted sharing of data (by 

bypassing the security model using networked or shared resources) users cannot use 

separately confined applications to access the same information. This means that 

information created with one program (such as a graphics program) cannot be easily 

displayed by another (such as a media viewer). 

2.2.3 Java and .NET 

Java and .NET are both application platforms that run at the user level (above the 

operating system) and assert security policies on applications. The Java platform 

runs Java bytecode compiled from programs written in the Java programming 

language, while .NET runs MSIL compiled from a variety of languages, including 

C# and VB.NET.  

 

The Java programming language and most .NET languages are type-safe, meaning 

that they include the ability to specify very precise intra-component security 

policies. Because security is implemented at the programming language level new 

sharing abstractions can be easily created to provide very finely-grained security 
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abstractions. Both languages also incorporate per-application security based upon 

security policies defined by the user (or administrator) explicitly permitting or 

denying certain operations from particular sources and authors (Dunn, 2004). .NET 

uses a hierarchical security policy, meaning that administrators at different levels 

can progressively augment additional constraints to the security policy. 

 

These policies allow much more flexibility than the all or nothing type schemes 

previously described. Although Java and .NET’s per-application policies are 

relatively easy to setup for each individual application, they do not scale well to a 

large number of applications. Each application still needs to be configured 

individually. Using this security policy model to manage a large number of 

applications would require a substantial administrative undertaking. 

 

Unfortunately both Java and .NET also do not support securing legacy code. 

Therefore, any applications not written in those specific type-safe languages 

supported by the Java or .NET platforms cannot benefit from the platforms’ security 

models.  

2.2.4 System Call Interposition 

System call interposition is a method for regulating and monitoring application 

behaviour by intercepting system calls (T. Garfinkel, 2003). All potentially harmful 

operations that an application can perform are via system calls (Goldberg et al., 

1996), therefore filtering calls based on a security policy can confine an application 
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by restricting the application’s access to the operating system’s privileged kernel 

operations (Provos, 2002).  

 

System call interposition tools such as Janus and Systrace can enforce extremely fine 

grained policies at the level of granularity of the operating system’s system call 

infrastructure (Alexandrov, Kmiec, & Schauser, 1998). The main problem with these 

types of security policies is that they are so finely grained that the task of managing 

them is especially complex. It can also be hard to translate high level ideas into 

system call policies. This is partially due to the fact that the system call interface was 

not designed to be used as a security layer. 

 

Creating a meaningful policy at this level of detail can be an extremely complicated 

task. For each application being confined, its security policy is defined in terms of 

the specific system calls that are allowed. In some cases one operation requires many 

system calls. For example in order to make a network connection the socket is 

created, and then the protocol is specified. This complicates policy management as 

any nontrivial process utilises a vast number of system calls. This means that 

creating system call interposition policies requires expert knowledge of low-level 

system call semantics; and thus is not a practical solution, as most users would not 

have the expertise required to translate high level ideas into meaningful policies. 

 

In order to function, system call interposition tools need some support from the 

operating system (D. A. Wagner, 1999). In some cases the operating system may not 
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allow user-level processes access to all the functionality required to intercept system 

calls. If such is the case, the kernel may need to be modified to add this functionality 

or alternatively the policy could be enforced by the kernel. The argument against 

implementing these checks in the kernel is the complexity it brings into kernel space.  

 

Further drawbacks of having the interposition in user-land are the implementation 

complications that occur when operating system state needs to be duplicated (T. 

Garfinkel, 2003). These difficulties transpire when decisions need to be made based 

on operating system state that the process does not have direct access to. Also the 

monitor sometimes has to duplicate operating system functionality such as the task 

of resolving symbolic links. This leads to the interposition tool replicating operating 

system state and functionality. This situation has the potential for inconsistencies 

between the two implementations, resulting in access decisions being made 

incorrectly (Goldberg et al., 1996). This problem can be mitigated by moving 

enforcement into the security kernel itself. 

 

Another common implementation complication is the presence of certain race 

conditions which can be exploited by cooperating threads or processes (T. Garfinkel, 

2003). This problem usually can be solved by either moving the implementation into 

kernel space or making the reference monitor perform the system calls on behalf of 

the confined application. 
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In summation, system call interposition is a very powerful technique for creating a 

restricted execution environment; however implementation and particularly 

management is complicated. Therefore system call interposition is prone to errors 

due to the complexity of creating a meaningful policy and upholding it. 

2.2.4.1 Janus 

The Janus system introduced the idea of using system call interposition to create 

restricted execution environments. Janus attaches a parent “reference monitor” 

process to each application process which intercepts any system calls the process 

makes (Goldberg et al., 1996). The child process runs as usual until it makes a 

system call, at which point the operating system hands control to the Janus reference 

monitor process which checks the security policy and decides whether to allow the 

system call (D. A. Wagner, 1999).  

 

The first version of Janus was entirely implemented in user-land, using Solaris’s 

/proc file system. Subsequent versions were implemented as a hybrid interposition 

system, requiring a small module to be loaded into the kernel.  

 

Janus represents a security policy as a list of assertions that imply what system calls 

should be allowed or denied. Janus includes the ability to specify per-process 

network privileges such as what hosts, ports and protocols the program is permitted 

to connect to. Therefore, firewall like rules can be imposed upon applications on a 

per-process basis using the same framework. Janus does not exert control over the 

content of the messages, only over the initial connection. 
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2.2.4.2 Systrace 

Systrace is a subsequent system call interposition tool. In addition to providing a 

restricted execution environment, Systrace includes auditing facilities and automatic 

and interactive policy generation. Like Janus, Systrace uses a hybrid approach and 

implements the tool in both kernel and user space. The system call is first checked in 

kernel space to establish if that type of call is always denied or accepted. If not the 

user space policy daemon process is passed control to make the policy decision 

(Provos, 2002).  

 

Systrace can also allow processes to run at a low privilege level, but be permitted to 

use specified system calls reserved for use by super-users. This requires that the 

reference monitor process is run with super-user privileges. The advantage that this 

presents is that it reduces the need for setuid permissions, which provide a much 

more coarsely grained privilege elevation, allowing a whole process to act as a 

super-user. 

 

Systrace has its own policy language which can specify for a particular program 

what users and groups can ‘permit’, ‘deny’ or ‘ask’ particular system calls. If a call 

is specified as ‘ask’ the user is prompted to explicitly either accept or deny the call. 

Where no policy exists for a system call, the user is either asked or the call is denied 

based on the general policy. 
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Systrace includes features to simplify the user’s task of managing and creating 

policies. A user can start by basing their policy on a template. Policies can be 

created or augmented interactively by prompting the user for a decision when a 

system call is made that is not specified in the security policy, which is then stored 

as a policy statement (Kurchuck & Keromytis, 2004). This is illustrated in Figure 

2-1 below of the Systrace GUI prompting the user to interactively make policy 

decisions. 

 

Figure 2-1 Systrace Notification 

(Provos, 2002) 

Systrace also includes the ability to automatically generate policies by running the 

application and logging all the system calls that the program makes (Dunn, 2004). If 

the program does not exercise all possible code paths, interactive policy generation 

can be used to complete the task (Provos, 2002).  
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Automatic policy generation such as this may be problematic. Upon initial 

execution, the application has to be trusted to contain no malicious code or 

experience bugs and only exercise the privileges that it requires in order to perform 

as the user expects.  

 

Therefore this method provides very little assurance of security. If the application 

contained a Trojan, for example, its actions would be recorded as trusted system call 

activity and subsequently the user is presented with the illusion of security. 

Although this may make the management process much easier, this cannot provide 

any confidence in the confinement of the application. To ensure security the user 

must carefully review the resultant policy. However, due to the complexity of 

system call behaviour, generated policies can be extremely large and complex, 

making it very hard for even expert users to review policy with any degree of 

confidence. 

2.2.4.3 MAPbox  

The MAPbox project explores the possibility of allowing the authors of an 

application to specify the program’s behaviour class (Acharya & Raje, 2000). This 

allows the provider to communicate the general expected functionality of the 

program to the user. The user can assign a default policy for that type of program. 

This is similar to the way in which MIME-types describe the expected format of data 

files.  
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MAPbox’s main limitations are due to the very simple nature of its design. Because 

applications are limited to a single behaviour class, programs that can exhibit 

multiple behaviours are unable to be defined using the MAPbox technique.  

2.2.5 Problems with Current Per-Process Security 

When applying most of these per-process security techniques to numerous processes 

the management task increases in proportion to the number of applications being 

confined. This means that they do not scale well to confine the whole range of 

applications that users utilise. MAPbox presented the interesting idea of assigning 

privileges based on the applications behavioural class, requiring the user to only 

specify what privileges each class is assigned. However, this solution is somewhat 

limited in scope and flexibility as it is common for a single application to be utilised 

in many contexts. For example file browsers (such as Konqueror and Explorer) 

regularly exhibit the functionality of multimedia and web browsers. 

 

Also current application confinement models either do not allow finely-grained 

access to shared resources or require expertise that users do not usually have and the 

management of extremely complex policies. Current models are therefore not 

practical solutions as they are hard to utilise and manage. 

 

In order to investigate the possibilities of alternative methods for allocating 

privileges to processes it is important to observe the way in which privileges are 

currently assigned to users in per-user security models.  
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2.3 Access Control 

The term access control refers to the method used to explicitly allow or restrict a 

subject’s access to an object. In access control terms a subject is the active entity 

(user or process) that is trying to access a passive resource (object). Traditionally 

objects, in this sense, have been used to represent information, for example files or 

memory locations. Access control can define which subjects are allowed access to 

an object and the type of access these subjects are allowed. For example subject S 

may have access to object O but is restricted to read access only. Any attempt S 

makes to write to or execute O will be denied. This process of deciding whether or 

not to allow access is based upon the system security policy. 

 

The two types of access control described by the U.S. government’s Department of 

Defense’s Trusted Computer System Evaluation Criteria (TCSEC) (Department of 

Defense, 1985) are Discretionary Access Control (DAC) and Mandatory Access 

Control (MAC). The many aspects of access control have evolved from the 

Department of Defense’s research projects such as TCSEC (D. Ferraiolo, 1995). 

2.3.1 Discretionary Access Control – DAC 

Also known as Identity-Based Access Control (IBAC), DAC allows the owner of an 

object to specify their own security policies to apply to any objects under their 

control (Bishop, 2002). With DAC, granting and revoking access is left to the 

discretion of individual users. A subject can pass on access permissions to any other 
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subjects without any intercession from system administrators (D. Ferraiolo & Kuhn, 

1992). 

 

DAC bases access privileges on the identity of the subject and the specified controls 

of the object (Bishop, 2002). DAC is commonly deployed on most modern 

commodity operating systems such as UNIX, Windows and Macintosh. 

 

DAC is probably not a suitable model for adaptation to confine applications as it is 

most likely unacceptable for processes to be trusted to have discretion over their 

own security policies. The whole reason for creating per-application security 

policies is so that applications can be confined to a subset of privileges that it is 

trusted to use. Also the subjects will not own many of the resources they will utilise. 

Therefore this type of scheme is not suited well to managing per-process system 

privileges. 

2.3.2 Mandatory Access Control – MAC 

MAC schemes impose a system wide policy upon all the subjects of a system. MAC 

access decisions are based on fiat, and identity is irrelevant (Bishop, 2002). Unlike 

DAC, subjects have no discretion over whether or not to share objects with other 

subjects. The administrator maintains access control and defines a policy which 

users cannot modify. 

 

When making MAC decisions, the security kernel checks information associated 

with the subject and object in question (such as the subject’s clearance and the 
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object’s classification) and uses rules to determine if access is granted. For this 

reason MAC is occasionally referred to as rule-based access control (Bishop, 2002). 

2.3.2.1 Confidentiality Policies 

TCSEC states that MAC restricts access to objects based on the sensitivity of the 

information contained in the objects and the clearance of the subjects. One such 

classification system is illustrated in Figure 2-2, where top secret denotes the most 

sensitive information and unclassified represents the least sensitive. The original 

MAC model, “Bell and LaPadula” (named after the researchers who designed the 

model) is defined in TCSEC (Department of Defense, 1985).  

 

 

Figure 2-2 Classification Diagram 

Traditional MAC models are known as confidentiality policies or information flow 

policies. A confidentiality policy’s primary concern is the prevention of 

unauthorised disclosure of information (Bishop, 2002).  
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MAC was designed specifically by the U.S. Department of Defense to provide an 

access control model that could be used by the United States military to ensure 

confidentiality of information. As such the model is ideal for securing military type 

systems. For example the secrecy of national security data is paramount but it would 

not be of particular concern if someone had the ability to change the information, as 

redundancy and backup measures would be in place. 

 

While traditional MAC models are well suited to military applications due to the 

high importance placed upon information confidentially, they are generally not well 

suited to commercial needs (D. Ferraiolo & Kuhn, 1992). The necessity for access 

control policies that address the needs of common business models gave rise to the 

development of integrity policies. 

2.3.2.2 Integrity policies 

Integrity policies focus on ensuring that accuracy is maintained by limiting a 

subject’s ability to alter information. Some examples of integrity policy models are 

the Biba Integrity Model, Lipner’s Integrity Matrix Model and the Clark-Wilson 

Integrity Model (Bishop, 2002). The Biba Integrity Model is mathematically 

analogous to the Bell and LaPadula Model except that its primary concern is the 

prevention of unauthorised alteration.  

 

One type of an organisational entity that might require an integrity policy is a 

commercial business that is not as concerned with their information being accessed 

but place importance on their data’s reliability. For example a bank is extremely 
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concerned with ensuring that the integrity of their data is maintained. The 

consequences of data alteration far outweigh the cost of unauthorised disclosure. 

While the bank might be concerned if an attacker successfully learns the balance of 

someone’s account, they would be extremely troubled if an attacker was able to 

change the balance of that account. 

2.3.2.3 Hybrid Models 

Hybrid models cater for situations where a policy is needed for ensuring both 

integrity and confidentiality. Many commonly utilised hybrid models are designed to 

cater for specific security needs. For example the Chinese Wall Model was designed 

to satisfy British laws concerning business conflict of interest issues. The Chinese 

Wall Model’s goal is to avert the conflict of interest that arises when a stock 

exchange or investment house trader represents two clients, and the best interests of 

the clients’ conflict (Bishop, 2002). The Chinese Wall Model alleviates the problem 

by preventing the trader from helping one client at the expense of the other. 

 

Other hybrid models include the Clinical Information Systems security model, 

which is concerned with medical ethics and laws about the dissemination of patient 

information, Originator Controlled Access Control, which allows the creator of 

objects to retain control over their objects and assigns who can access what and how, 

and Role-Based Access Control (RBAC), a model that associates users with 

privileges via semantic constructs called roles. 
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RBAC is an access control model that was first conceived in the 1970s. In the last 

decade there has been an increasing interest in RBAC in the literature and a great 

deal of research has been conducted on the development of and the issues associated 

with RBAC (Baldwin, 1990; Beresnevichiene, 2003; Faden, 2000; D. Ferraiolo, 

1995; D. Ferraiolo & Kuhn, 1992; D. F. Ferraiolo, Barkley, & Kuhn, 1999; D. F. 

Ferraiolo, Gilbert, & Lynch, 1993; D. F. Ferraiolo et al., 2001; Galvin, 2004; Giuri 

& Bordoni, 1998; Jansen, 1998; Long et al., 2003; Rhodes & Caelli, 1999; R. 

Sandhu, 1998; R. S. Sandhu, Coyne, Feinstein, & Youman, 1994, 1995; Simon & 

Zurko, 1997; Zhang, Ahn, & Chu, 2001). Although RBAC is traditionally utilised as 

a per-user security framework it presents potential for simplifying other management 

tasks involved in managing complex privilege associations. 

2.3.3 Role-Based Access Control – RBAC 

2.3.3.1 Roles 

RBAC refers to security models that mediate access to computational resources 

through organizational abstractions known as roles (Jansen, 1998). A role is a 

semantic construct used to associate users with a set of permissions. Permissions are 

associated with roles and users are assigned to roles (R. S. Sandhu et al., 1995). This 

relationship is illustrated in Figure 2-3 where the double ended arrows denote many-

to-many relationships. As such, roles name and define many-to-many relationships 

between users and privileges (D. Ferraiolo & Kuhn, 1992). Access decisions are 

made based on what roles the subject is authorized to assume. One of the major 
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advantages of this approach is that it greatly simplifies the management of 

privileges.  

 

Because roles can be perceived as an enterprise or an organizational concept this 

allows the modelling of security to be from an enterprise perspective (D. Ferraiolo & 

Kuhn, 1992; Rhodes & Caelli, 1999). This is straightforward as the roles can 

represent the roles and responsibilities of users within the organization. Roles are 

therefore usually created for job functions and users are assigned to roles based on 

their qualifications and responsibilities within the organization. 

 

Figure 2-3 Users, Roles and Permissions 

2.3.3.2 Principle of Least Privilege 

Access rights are assigned to roles based on the minimum privilege required for the 

role members to perform their necessary operations. The technique with which 

privileges are expressed is implementation dependent. RBAC privileges are usually 

a set of defined transactions or transformation operations that can be performed on a 

set of associated objects (D. Ferraiolo & Kuhn, 1992). This permission relationship 

is illustrated in Figure 2-4.  
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Figure 2-4 Permissions - Operations on Objects 

By restricting a role’s abilities to only the set of privileges required for the role’s 

subjects to carry out their responsibilities, RBAC enforces the principle of least 

privilege (Saltzer & Schroeder, 1975). The principle of least privilege is an 

important security concept that improves system integrity by ensuring that subjects 

are unable to circumvent organizational security policy by taking advantage of other 

privileges unnecessarily assigned to subjects (D. Ferraiolo & Kuhn, 1992).  

 

Therefore, the process of assigning these privileges to roles must be well considered 

and should be based on a thorough analysis of the system in question (Rhodes & 

Caelli, 1999). This is perhaps the most complicated management task involved in 

enforcing RBAC. Often this task is done by specialist security management, while 

the less complicated job of assigning users to roles is done by system administrators. 
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2.3.3.3 Users and Privileges 

After access rights have been assigned to roles, users are assigned roles by an 

administrator. Users can easily be removed from membership to roles or added to 

other roles as necessary (D. Ferraiolo, 1995). This will happen regularly when 

employees are assigned to different duties and when new employees are hired. It is 

common for users to be granted membership of multiple roles in order to 

accommodate the user’s various responsibilities. Figure 2-5 shows the structure of 

the basic RBAC model. 

 

The privileges associated with roles can also be relatively easily updated. This more 

complex situation does not occur as often as users are reassigned to roles. Role-

privilege modification will usually be instigated by a change in the responsibilities 

of all the people within a role. For example, if all of the employees in a particular 

department’s responsibilities change, the role that they are associated with would be 

updated with the new set of privileges required in order for them to carry out their 

new duties. Herein lies one of the major advantages of RBAC: RBAC scales well to 

large systems because user permissions can be changed without updating every 

user’s permissions separately on an individual basis (Rhodes & Caelli, 1999). This 

represents a distinct advantage over traditional access controls where the complexity 

of privilege management increases in proportion to the number of subjects present. 
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Figure 2-5 Basic RBAC 

2.3.3.4 Sessions 

RBAC also includes the concept of sessions, which allow users to selectively 

activate and deactivate roles (D. F. Ferraiolo et al., 2001). In access control terms, a 

session is a subject. Sessions are the unit of access control used by RBAC (R. S. 

Sandhu et al., 1995). 

 

Each session is a mapping between one user and an activated subset of roles that 

have been assigned to the user. This is a one-to-many relationship: one user owns 

many sessions and each session is only ever owned by a single user. This association 

remains constant for the entire existence of a session.  

 

For example, a user may have multiple terminal windows open concurrently each 

connected to the same RBAC system. Each terminal is represented in the system by 

a session. During any such session the user can activate, or deactivate, any role for 

which the user is a member (D. F. Ferraiolo et al., 2001). Which roles are activated 

in a given session is completely at the user's discretion unless a role constraint is 

applied by the administrator.  The user is then able to only activate the roles 
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necessary in order to complete a task and explicitly activate other roles when they 

are needed. The user can also choose when to terminate the session. Figure 2-6 

illustrates the NIST Core RBAC model which includes the concept of sessions. 

 

Figure 2-6 Core RBAC 

2.3.3.5 Negative Privileges 

Negative privileges are like ordinary privileges except they are defined in terms of 

what operations to deny rather than allow. There are relatively few references in the 

literature to negative privileges. However the general consensus appears to be that a 

system should be based on positive permissions with the possibilities of adding 

negative permissions. Negative permissions are not included in many RBAC 

standardisation efforts (D. F. Ferraiolo et al., 1999; D. F. Ferraiolo et al., 2001; 

Jansen, 1998; R. S. Sandhu et al., 1995).  Although not included in the model, 

occasionally allowances are made for their inclusion (D. F. Ferraiolo et al., 2001). 
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2.3.3.6 RBAC – MAC or DAC? 

There has been much contention among researchers regarding what type of access 

control RBAC is. Many researchers have argued that RBAC is a MAC (Bishop, 

2002; D. Ferraiolo & Kuhn, 1992), while others have argued that RBAC is policy 

independent and can be modelled to be a MAC or a DAC (R. S. Sandhu & 

Munawer, 1998). The general consensus is now regarded to be the latter (D. F. 

Ferraiolo et al., 2001). It is clear, however, that RBAC is usually implemented as a 

hybrid MAC with a tendency to focus on integrity. However, this is entirely 

implementation dependent. 

2.3.3.7 Role Hierarchies 

One aspect that is included in many RBAC models is the ability to define roles in 

terms of other roles. When multiple roles have overlapping privileges it is 

advantageous to be able to include roles within roles. That is to say, if roles within 

an organization share common privileges, that set of privileges should only be 

defined once, and subsequently included in many roles (D. Ferraiolo, 1995).  

 

A role-role relationship is called a role hierarchy. In RBAC models that include role 

hierarchies, roles can include direct privileges, and by reference, can implicitly 

include all the privileges associated with other roles (Jansen, 1998). This is 

illustrated in Figure 2-10 by the arrow looping back to roles. This containment 

relationship is very similar to object-oriented inheritance, as demonstrated in Figure 

2-7. Roles inherit their base privileges and other properties (such as constraints, 

described below) from the roles that are contained within them.  
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Figure 2-7 UML Inheritance Diagram 

The containment process is recursive. For example, as demonstrated in the UML 

diagram above, role A could inherit from role B, and role B could inherit from role 

C. All users that are members of role A therefore also have access to all of the 

privileges granted roles B and C (Jansen, 1998).  

 

Role hierarchy relationships can also be represented using a Directed Acyclic Graph 

(DAG) (Jansen, 1998). The nodes on the graph represent roles and the arrows 

between nodes represent the containment relationships. Figure 2-8 below represents 

the same role relationship as above, with the new roles D and E inheriting from (or 

containing) role A. 
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Figure 2-8 General DAG Diagram 

Often this hierarchy models the organizational authority and responsibilities within 

an organization. For example, senior staff members may be authorized to perform all 

duties done by junior staff. In this case it may be advantageous to define the senior 

staff in terms of the junior staff and in addition add the privileges required to do the 

extra duties of the senior staff. Figure 2-9 illustrates the role relationships in an 

organisation. All staff members are members of the base role “Staff Member”. Sales 

and IT employees inherit directly from the staff role. Managers are allowed all the 

privileges of IT and sales staff, therefore they inherit from their respective roles, 

meaning managers indirectly are assigned all the privileges associated with general 

staff members. 

 

Figure 2-9 Organizational Roles DAG Diagram 
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The proposed NIST RBAC standard describes two types of RBAC hierarchies: 

“General Hierarchical RBAC” and “Limited Hierarchical RBAC” (D. F. Ferraiolo et 

al., 2001). General Hierarchical RBAC supports an “arbitrary partial order to serve 

as the role hierarchy, to include the concept of multiple inheritance of permissions 

and user membership among roles.” (D. F. Ferraiolo et al., 2001) 

Limited Hierarchical RBAC imposes some restrictions on the complexity of the role 

hierarchy. For example, the hierarchies may be limited to simple structures such as 

trees or inverted trees. 

 

Figure 2-10 Hierarchical RBAC 

2.3.3.8 Active and Effective Roles 

A central concept of RBAC is the notion of active and effective roles. User sessions, 

allow selective activation and deactivation of roles at a per-session level (D. F. 

Ferraiolo et al., 2001). Roles are activated at the users discretion from the users set 

of authorised roles. Active roles describe the set of roles that are currently activated 

in a session by the user. 
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According to NIST RBAC requires that users are able to concurrently exercise 

permissions of multiple roles. Products that restrict users to the activation of one role 

at a time can not be classified as a RBAC. 

 

Jansen  introduced the idea of effective roles, where a user’s effective roles include 

each role they are directly authorized to use plus each role that is implied via 

hierarchical containment (Jansen, 1998). All access decisions are based on the 

session’s effective roles.  

2.3.3.9 Role Constraints 

Researchers soon discovered that roles can provide substantial additional benefits by 

placing certain constraints on the membership and activation of roles (Simon & 

Zurko, 1997). Static properties are constraints that apply at role authorisation and 

remain constant through role activation, whereas dynamic properties are constraints 

that apply only at role activation. Static properties are considered stronger as they 

are simpler to maintain (Jansen, 1998). Dynamic properties complement static 

properties by adding constraints upon role activation and provide an extra degree of 

flexibility.  

 

One of the simplest and most common constraints is role cardinality. Role 

cardinality describes the maximum, and perhaps minimum, number of users allowed 

in a role. Static cardinality refers to the number of users that are sanctioned 

membership to a role. A role could have a membership limit of one meaning that it 

would be used exclusively by one user. No additional users can be granted 
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membership to that role until the user is removed. For example, a business may only 

ever have one CEO employed at a time. 

 

Constraints on the number of users that are allowed to be concurrently active are 

referred to as dynamic cardinality. For example a role that has an active member 

limit of one would be used exclusively by one user at a time (Jansen, 1998). No 

additional users can activate that role until the user is no longer active in that role. A 

business may employ many floor managers but only one person may be acting as a 

manager at a particular time.  

 

The issue of mutually exclusive roles has received a great deal of attention in the 

literature (Beresnevichiene, 2003; D. Ferraiolo, 1995; D. Ferraiolo & Kuhn, 1992; 

Jansen, 1998; R. Sandhu, 1998; R. S. Sandhu et al., 1994; Simon & Zurko, 1997). 

By declaring roles to be mutually exclusive it can be assured that the same user 

cannot be in conflicting roles simultaneously. This type of role constraint is called 

separation of duty (Simon & Zurko, 1997). 

 

Separation of duty provides clear organisational benefits. If users gain authorisation 

for particular conflicting roles there is an increased chance of fraud. In some 

organisations responsibilities are distributed amongst multiple roles to make 

collusion more difficult (Perelson, Botha, & Eloff, 2001).  
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Static separation of duty (SSD) can ensure that a user cannot be assigned 

membership to roles that are stated as mutually exclusive. The proposed NIST 

RBAC standard defines SSD “as a pair (role set, n) where no user is assigned to n or 

more roles from the role set” (D. F. Ferraiolo et al., 2001). When role hierarchies are 

present, all effective (inherited) roles are considered. SSD is illustrated in Figure 

2-11. 

 

Figure 2-11 Static Separation of Duty relations 

Dynamic separation of duty (DSD) can ensure that a user cannot simultaneously 

activate roles that are stated as mutually exclusive. DSD is very similar to SSD 

except that DSD constraints are made in the context of what roles can be activated 

within or across sessions. Although DSD can effectively stop conflicting roles from 

being activated concurrently, it cannot prevent the roles from being activated 

consecutively (Jansen, 1998). In some circumstances this can negate its value. DSD 

is illustrated in Figure 2-12. 
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Figure 2-12 Dynamic Separation of Duty relations 

2.3.3.10 RBAC Standardisation Activities 

Many models have been proposed to formally describe RBAC (D. Ferraiolo & 

Kuhn, 1992; Jansen, 1998; R. S. Sandhu et al., 1994, 1995), and there has been 

many discussions towards creating a standard RBAC specification. The National 

Institute of Standards and Technology (NIST) released a proposed standard for 

RBAC (D. F. Ferraiolo et al., 2001). After being further refined within the RBAC 

community the model has been adopted by the American National Standards 

Institute,  International Committee for Information Technology Standards 

(ANSI/INCITS) as ANSI INCITS 359-2004. Many RBAC standards for specialized 

domains such as health care, biometrics, military and industrial control groups are 

currently under development. 
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3 Security Model Design 

3.1 Overview 

This chapter defines the goals and principles that RBEE was designed to accomplish 

and enforce. These are objectives that all new application confinement models 

should aim for, including specific goals that specify that they should scale well to 

confine many applications and provide manageable policy and a usable solution, 

while enforcing good security practices. 

 

The process involved in adapting the RBAC model to apply to per-application 

security is then discussed. This involved adapting RBAC to a user-level context 

using a modified methodology for creating functional RBAC systems. Some 

variations from the RBAC model were required to better accommodate the differing 

needs of per-application security models, and are identified and explored.  

3.2 Design Philosophy and General Goals 

In order to facilitate design, a philosophy has been adopted: all design decisions 

must be justifiable in terms of compliance with well developed security principles. 

Seminal pieces such as (Saltzer & Schroeder, 1975) provide strong principles for 

designing computer security systems. Furthermore, where possible the new model 

has been based on existing models and theories. This grounds the model in 

established scholarly research. The existence of reference implementations or 
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implementations within the commercial sector improves the credibility of these 

models and theories. 

 

This research involved developing a theoretical model for confining applications at 

the user level. This model for confining applications is comparable with system-

level models that restrict what each user is permitted to do. Acting at a layer below 

traditional access control models RBEE treats all software as potentially 

untrustworthy, limiting its functionality to only allow access to resources which are 

deemed necessary for the application to function as expected. The new model will 

allow users to control which applications are allowed access to individual resources. 

Each application will only have access to the resources required in order for it to 

behave as expected. For example a web browser needs to access its cookies and 

download directories but does not normally require access to the user’s personal files 

and should therefore be denied access to these files. Denying access to these files 

prohibits the browser from acting maliciously by compromising the confidentiality 

or integrity of these files. 

 

It is worth noting that RBEE defines security in terms of how the user expects the 

application to function, as opposed to how the author of the software expects the 

application to behave. This follows the philosophy of regarding all third parties as 

untrustworthy. Not only does this limit an author’s ability to mislead the user but it 

also limits the damage caused by security flaws in software. This restricts the 

capacity of software to behave maliciously.  
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3.3 Security Design Principles 

The principles of least privilege, fail-safe defaults, economy of mechanism, 

complete mediation, open design, separation of privilege, least common mechanism 

and psychological acceptability (as illustrated in Table 3-1) are all regarded as 

important security paradigms that should be considered as part of the design of any 

security system (Bishop, 2002; Saltzer & Schroeder, 1975). Therefore RBEE must 

comply with these principles. Chapter 6 includes discussion of how each of these 

principles applies to RBEE. 

 

Design Principles 
Least Privilege 
Fail-Safe Defaults 
Economy of Mechanism 
Complete Mediation 
Open Design 
Separation of Privilege 
Least Common Mechanism 
Psychological Acceptability 

Table 3-1 Security Design Principles 

 

The principle of least privilege states that a subject should only be allowed access to 

privileges that it requires to complete its task. This is the main principle underlying 

the concept of application confinement models. Applications should only have 

access to the resources they require in order to function. 

 

The principle of fail-safe defaults was first suggested by E. Glaser in 1965 and is 

regarded as an important design principle for security mechanisms. It states that by 
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default, policy should be to deny access and protection schemes should identify 

conditions under which access is permitted. Thus RBEE should by default disallow 

access and specifically grant privileges that are required. 

 

The principle of economy of mechanism specifies that security mechanisms should 

be as simple as possible. RBEE should therefore not be overly complex in structure 

and should provide abstract concepts to simplify design and implementation. 

 

The principle of complete mediation requires all access to objects to be checked to 

ensure that they are allowed. RBEE should therefore check that each operation a 

program attempts is authorised. 

 

The principle of open design specifies that the security of a system should not rely 

on secrecy of its design or implementation. RBEE should therefore not depend on 

secrecy or the ignorance of potential attackers to provide application confinement. 

 

The principle of separation of privilege states that multiple conditions should be met 

before access is granted, and conflicting access permissions should be mutually 

exclusive. This is equivalent to providing defence in depth by providing independent 

layers of mediation and separation of duty where users cannot access conflicting 

privileges concurrently. 
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The principle of least common mechanism states that mechanisms used to access 

resources should not be shared. RBEE should therefore limit shared access 

mechanisms between applications and users. 

 

The principle of psychological acceptability states that any burden introduced by the 

security design should be minimal and reasonable. Also the user's mental image of 

their protection goals should match the mechanisms they use. Thus RBEE should 

provide abstractions and primitives that users can understand. 

3.4 Design Goals 

This section documents a set of general design goals intended to represent a 

comprehensive per-application security model that supports security design 

principles and provides manageability and scalability. Any new application 

confinement model (including RBEE) should be designed to conform to these goals. 

 

Functional Goals 
Restrict file-based / device access 
Restrict network access / communication with other processes 

 

General Goals 
Provide a finely grained privilege model 
Provide platform independence 
Provide support for legacy code 
Support usability and manageability through abstractions 
Provide scalability to support confining a multitude of applications 

Table 3-2 RBEE Design Goals 
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New confinement models must be able to restrict an application’s access (and the 

nature of that access) to files and devices. This is analogous to access control models 

which act at a layer below restricted execution environments identifying which users 

are allowed access to files and devices. A restricted execution environment can then 

act at the user-level further restricting each application to only the files and devices 

that the user chooses to allow each program access to. 

 

In order to provide a more complete model (and enforce the principle of complete 

mediation), access to networking resources and communication with other processes 

should also be integrated. The breach of privacy caused by spyware and remote 

access Trojans can potentially enable an attacker to gain access to private 

information via network interfaces. The capacity to limit each process’ network 

capabilities to a set of allocated abilities enforced by the same framework would 

prevent programs from breaching network security using malicious code. For 

example a word processor is probably not usually expected to establish connections 

to any other program over a network, thus all such connection attempts should be 

denied. 

 

The granularity at which policies are defined should allow a minimal set of 

privileges to be assigned to applications. The more detail present in the policy the 

greater control there is over access to system resources. This enforces the principle 

of least privilege, allowing access to only those privileges that are deemed necessary 
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(Saltzer & Schroeder, 1975). However it is very important to balance granularity 

with ease of use as these are two often conflicting goals. 

 

Usability is a vital contributing factor to the security of any user-based system 

(Zurko & Simon, 1996). If users are forced to sacrifice usability in order to remain 

secure they are more likely to bypass the security of the system altogether (Whitman 

& Mattord, 2004). Thus the new security model must facilitate usability by 

providing users with an easy to understand, abstract view of the system. Policy 

should be defined in terms of straightforward high-level abstractions. This supports 

the principle of psychological acceptability. 

 

Unlike effectively all current per-application security models, new application 

confinement models should scale well to provide manageable support for confining 

a large number of applications. A user should not have to manually define 

extraordinarily complex fine grained policies for each and every application installed 

(although they should have the option). Ideally they should be able to define policies 

in terms of higher level abstractions, or in terms of other policies so as to ensure that 

the management task involved does not increase directly in proportion with the 

number of applications being confined. 

 

In addition new per-application confinement models should support confining 

legacy code. Applications should not need to be developed specially for 

compatibility with new confinement environments. This allows restricted execution 
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environments to be developed for improving security of existing applications. Also 

due to the low priority many software vendors place on security (Whitman & 

Mattord, 2004) it is unlikely many vendors would go to the effort of porting their 

code to new platforms. 

 

The proposed framework should be independent of any existing schemes used at the 

system wide level to associate privileges with users. The new restricted execution 

framework and any system wide access controls used would not necessarily be 

explicitly aware of each other’s presence. This layered design allows systems to be 

administrated as usual, and allows the user to act as an administrator of the 

privileges assigned to them by the access control at the higher level. This enforces 

the principle of separation of privilege by providing defence in depth. 

 

New confinement architectures should also be platform independent. That is to say 

that the model itself should not be bound to a particular operating system. This 

allows the model to be implemented on differing platforms. 

3.5 Confinement with System Call Interposition 

3.5.1 Advantages of System Call Interposition 

As evident from the literature, system call interposition is an extremely powerful 

method of confining applications. The fine granularity provided by system call 

interposition allows precise policies to be defined and enforced at a very meticulous 

level of detail. From a “least privilege” point of view this presents a good low-level 



 

  47 

foundational primitive to build upon. This is opposed to the very coarsely grained 

user-level confinement that most operating systems’ security kernels implement. 

 

Another major advantage of system call interposition over many per-application 

security mechanisms is its ability to selectively restrict access to practically any 

resource. This is opposed to isolation application confinement which prevents 

applications confined separately from sharing any resources. Because it is common 

for many resources to be shared between multiple applications this can be 

considered a necessity in order to facilitate usability of the model. For example if the 

user uses multiple applications to access the same files in different ways, such as 

creating .html files in a webpage editor and viewing them in a web browser, the 

applications can be granted specific types of access to the same resource. In this case 

the editor (for example running on a UNIX machine) would be allowed to invoke the 

“open” system call with the read and/or write parameters, while the browser would 

only be allowed read access.  

3.5.2 System Call Interposition Burdens 

System call interposition brings with it the problems that the research objectives are 

trying to address. Defining policies in terms of individual system calls is a huge 

management undertaking and does not scale well to confining numerous applications 

(Dunn, 2004). System call interposition defines policy at an extremely fine level of 

granularity. Users should not be expected to create policies at this level of detail 

(unless they want to). It is very difficult to translate high level ideas into system call 

policies. 
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RBEE therefore provides higher level abstractions so security policies can be 

defined in terms of higher level ideas. In order to retain the advantages of choosing a 

finely grained primitive, users are still able to “drill down” and define policies in 

terms of low level privileges. 

 

Another issue that needed to be addressed by RBEE was the technicalities of using 

system call filtering as a security mechanism. Because system call interfaces are not 

usually designed to be used as a security layer but have evolved over time, most 

commodity operating systems’ system call interfaces are extremely complex and 

often subtle interactions between calls can cause different outcomes (T. Garfinkel, 

2003). Users cannot be expected to have the operating system expertise to define 

security policies based on filtering specified system calls. RBEE must therefore 

provide low level abstractions to these lowest level primitives (See section 3.11). 

 

System call interfaces are obviously platform dependent (although some groups of 

systems such as UNIX operating systems share similar interfaces). Rather than 

defining policies in terms of filtering specific system calls and thus binding RBEE to 

a specific operating system the abstractions should be platform independent. 

3.5.3 Utilising System Call Interposition 

For the reasons outlined in 3.5.1 system call interposition was chosen as one 

possible low level mechanism to build the framework upon. Although RBEE was 

designed with this specific enforcement mechanism in mind (to demonstrate the 
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advantages that the model presents) the abstractions provided by the model make the 

actual details of implementation open to alteration. That is, RBEE is primarily a 

framework for managing and enforcing the association between applications and 

privileges; it does not attempt to provide a complete implementation specification.  

 

In other words system call interposition is used as an example of one way the new 

model (RBEE) could be enforced. This allows us to compare the management tasks 

involved in setting an application’s system call interposition policy using RBEE and 

using an established framework such as Janus (D. A. Wagner, 1999). Obviously 

other mechanisms such as security kernel constructs could alternatively be used to 

enforce RBEE policies. 

3.6 RBAC as a Foundation 

Many similarities can be drawn between the reasons behind the development of 

RBAC within the area of traditional access control research and current problems 

faced by researchers in per-application security. RBAC was developed to provide a 

conceptually straightforward scalable abstract association between users and the 

permissions they require in order to carry out their responsibilities within an 

organisation. As discussed previously, the field of restricted execution environments 

would benefit greatly from such an abstract association between applications and the 

privileges they require.  

 

In order to investigate whether the inclusion of roles would provide similar benefits 

to per-application security, RBEE was created using RBAC as a theoretical 
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foundation. Although RBAC is designed as a system-level access control, most of its 

design principles and constructs could be applied at a user-level to restrict a process’ 

execution. Applying RBAC concepts at this level should provide scaleable 

management of numerous applications and privileges.  

3.7 Design Methodology 

Based upon the proposed NIST RBAC standard, RBEE was developed utilising the 

NIST methodology for creating RBAC functional packages. This defines a 

systematic approach to developing new RBAC systems. This methodology was used 

as a foundation upon which to build RBEE, although the actual details of the model 

were adapted to an application context in order to create a per-application security 

model. 

 

The NIST methodology is summarised in Figure 3-1 (D. F. Ferraiolo et al., 2001). 

RBAC provides many diverse management features that have been categorised by 

NIST into a family of four functional components: Core RBAC, Hierarchical 

RBAC, Static Separation of Duty and Dynamic Separation of Duty. The NIST 

Methodology states that the inclusion of Core RBAC is mandatory and each other 

component is optional (D. F. Ferraiolo et al., 2001). The four functional components 

are as follows: 

• Core RBAC details the functionality that all RBAC systems must include.  

• Hierarchical RBAC includes the concept of role hierarchies and a type of 

hierarchy must be chosen.  

• Static Separation of Duties includes the static mutual exclusion constraint. 
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• Dynamic Separation of Duties includes the dynamic mutual exclusion 

constraint. 

 

RBEE is not a functional RBAC system; it is a per-application confinement model, 

therefore rather than simply implementing the functional requirements of the NIST 

specification, the specification was adapted to create the RBEE model. 

 

 

Figure 3-1 NIST Methodology for creating RBAC functional packages  

(D. F. Ferraiolo et al., 2001) 

The next two sections describe the adaptation process and explains which functional 

components of RBAC were included in the design of RBEE.  
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3.8 Adapting RBAC to a User-level Context 

There are apparent conceptual correlations between per-user and per-application 

elements that suggest an RBAC like per-application architecture is feasible. Each 

element in RBAC can be adapted to correlate with a conceptual element in a per-

application context. Because RBAC is designed as a system-wide access control, 

many aspects of the RBAC standard required review and were modified to adapt the 

model to a per-application level. The main difference between RBEE and RBAC are 

that they are applied to different contexts. RBAC is a traditional system-wide access 

control used to restrict each user’s permissions to only those that the user requires to 

carry out their organisational duties, while RBEE aims to be a per-application-level 

control that restricts each application’s functionality to only allow actions that are 

assigned to their functional roles. 

 

Applying the RBAC model to this context means that rather than having 

administrators managing users’ permissions; the user utilises the model to manage 

the privileges of the various applications that the user runs. In traditional RBAC 

systems, roles are a system construct that are added and modified at a system wide 

level by a system administrator. Roles are normally assigned system wide privileges 

in order to associate them with users. In RBEE roles exist at the user-level and each 

user maintains their own set of roles. These roles would be utilised by the user to 

associate a subset of their authorised privileges with applications under their control.  
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3.8.1 Adaptation of RBAC Elements 

Following is a description of the adaptation of each element of Core RBAC to an 

application confinement context. Please refer to Appendix A: The RBEE Model for 

a formal definition of the model. 

 

Users in traditional per-user access control models serve a similar abstract meaning 

as applications do in per-application models. Access control models are used to 

restrict users while a restricted execution environment confines applications. In 

RBEE applications serve as the unit of confinement rather than users. An application 

is the collection of executable binary files that make up the program. Although 

individual executable binaries could have been chosen as the unit of confinement, 

applications were selected on the grounds that using higher level abstractions would 

improve usability and therefore security (Zurko & Simon, 1996). This is consistent 

with Dunn’s argument that applications are at the right level of detail for assigning 

privileges (Dunn, 2004). 

 

RBAC defines a user’s permissions in terms of the objects the user is allowed access 

to and the operations the user is allowed to perform on the objects. These elements 

are already abstract concepts which can be used in RBEE to assign allowable system 

calls (acting using a set of parameters) to access defined system resources. In RBEE 

objects can represent any system resource. Operations symbolise the combination of 

possibly multiple system calls and system call parameters. Figure 3-2 illustrates this 

relationship. For example the “Read-File” operation (see Appendix B: RBEE 
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Operations) would encapsulate the “open” UNIX system call with parameters that 

specify that the file is to be opened with read permission on the resources specified. 

 

Figure 3-2 RBEE Privileges 

Sessions in RBAC define “instances” of a user within a system, for example an 

instance of a user logged into the system. Each instance of a user is only allowed 

access to the permissions currently allocated to that active session. Similarly RBEE 

confines the processes (“instances”) of running applications. Each process is only 

granted access to the privileges assigned to it.  

 

Roles (being the central construct of interest in both models) serve conceptually 

similar, yet practically distinct functions within the models. RBAC roles represent a 

user’s organisational responsibility or duties within an organisation, whereas in 

RBEE roles symbolise the functional purposes associated with applications. All 

access decisions are based upon what roles the user’s session (in RBAC) or 

application’s process (in RBEE) possesses. 

 

In addition to the converted elements of RBAC an additional element representing 

individual binaries is required. This allows the mapping of multiple binaries to a 
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single application. When a binary file belonging to an application is executed (by a 

special application trusted to elevate privilege such as a shell), each of these 

processes is treated equally with the same security policy. Refer to section 3.12 for 

detail on how the issue of applications executing applications with additional 

privileges is managed. 

3.9 Adapted RBAC Functionality 

As a strong conceptual similarity can be drawn between the concepts involved in 

per-application confinement and per-user access control, RBEE was designed 

following the NIST methodology for creating RBAC functional packages. This 

involves deciding which functional packages and optional functionality to include. 

3.9.1 Adapted Core RBAC Functionality 

All of the elements and functionality from Core RBAC (in its adapted state) have 

been included in RBEE (See 3.8). Although the RBAC model leaves open the option 

to include negative permissions, RBEE does not. This decision was made based on 

the “fail-safe defaults” security principle; by default policy should be to deny. 

Allowing negative permissions would encourage policy to be defined based on 

removing permissions and could possibly result in users creating all inclusive roles 

and using negative permissions to restrict each application. As the inclusion of 

negative permissions could encourage the misuse of RBEE (and therefore decrease 

its security) they have been omitted. 
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3.9.2 Adapted Hierarchical RBAC Functionality 

In RBAC, role-role relationships are established to reduce the redundancy of policy 

present when many roles contain the same permissions. Role hierarchies allow a role 

to contain shared permissions. That role is subsequently inherited by any roles that 

wish to contain those permissions. The same principle can be applied to improve the 

scalability of per-application policies. Role hierarchies would allow application 

policies to be defined in terms of higher level abstractions. This is because roles 

(representing application functionalities) could contain other application 

functionalities. For example a role created for web browsers might include roles for 

accessing the display, certain files and directories and particular network resources. 

Because users have the option of dealing with the higher level roles it is much easier 

for them to quickly create high level policies.  

 

Since scalability is a high priority when designing a security model for confining a 

multitude of applications, RBEE includes role hierarchies. In order to achieve these 

types of high-level roles that include multiple lower-level roles, “general 

hierarchies” is required. General hierarchies describe hierarchies that allow multiple 

inheritances. This is necessary in order to allow multiple low level roles to be 

included in multiple higher level roles. 

3.9.3 Adapted Separation of Duty Functionality 

Separation of duty has long been recognised as an important security concept in 

physical security systems (Clark & Wilson, 1987). To reduce the likelihood of 
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collusion or fraud, individuals with different skills or interests are assigned to 

separate tasks required to perform a business function. RBAC includes the concept 

of mutually exclusive roles (See 2.3.3.9) which provides separation of duty (Simon 

& Zurko, 1997).  

 

By adapting the separation of duties functionality of RBAC these concepts have 

been incorporated into RBEE to separate functions that when combined could cause 

violation of policy. The properties of both static and dynamic separation of duty are 

included to allow roles to be mutually exclusive at association and activation. This 

restricts conflicting roles from being assigned to the same application. For example a 

role (or privilege) might exist for accessing a confidential file and another for 

accessing certain network resources. These roles (or privileges) could be mutually 

exclusive thereby preventing an application from accessing the confidential file and 

sending its contents over the network. 

 

There is however a weakness in the RBAC approach to providing dynamic 

separation of duty that could negate its value in an application confinement context. 

In NIST RBAC every role activation decision is only considered in regards to the 

current set of activated roles, meaning that no previously acquired roles (or 

permissions) are taken into account when making role activation decisions. This may 

result in an information flow problem; in the previous example if the two roles were 

dynamically exclusive, an application might read the confidential file with one role, 

copy its contents to another file, relinquish that role (at the user’s request) and then 
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use the other role to send the copied contents to a network location. Because the two 

roles are not active concurrently the program is able to bypass the intended 

information flow policy.  

 

One obvious solution would be to only include static separation of duty. 

Unfortunately there are situations where inclusion of dynamic separation of duty 

would be highly advantageous. Many applications (such as file managers) require 

access to multiple conflicting roles. A more useful solution would be to include the 

ability to forbid access to certain privileges after other specified privileges are 

utilised. Using the same example, we could define that activation of the role with 

access to certain network resources is never allowed after the role that allows access 

to confidential data has been activated. This partially solves the problem. However 

an application could still copy a file during one execution then send the copied data 

the next time the application runs. Although complex policies can be used to ensure 

confidentiality, this demonstrates the apparent weakness of RBAC to always 

maintain confidentiality. This is largely due to the “shared resources” nature of 

RBAC and is exacerbated when separate applications collaborate to defy 

confidentiality policies. Section 4.6 discusses how separation of duty is managed 

and how these issues can be mitigated. 

3.10 Parameterisation of Roles 

RBAC does not define roles in terms of parameters. Roles are self-contained and 

include permissions and other self-contained roles, which may themselves 

recursively include other roles (Jansen, 1998). Although this may be sufficient for a 
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per-user model where all users of a particular category are authorized exactly the 

same permissions, in a per-application context behavioural classes are better defined 

in terms of general categories further specified by parameters (Acharya & Raje, 

2000). For example an application such as Apache may be classified in the general 

class of “web server” but in order for a meaningful policy to be created based on that 

class, certain details regarding that specific application need to be established; such 

as what directories are used to hold static hosted information (read only by the 

application), which directories hold malleable data such as log files (write by the 

application), which other applications it can execute, and which hosts are allowed to 

connect to the application2.  

 

RBEE therefore includes the parameterisation of roles to allow policies to be further 

specified in terms of application-specific details. In that respect RBEE roles can be 

considered dynamic while RBAC roles are static. This allows applications to be 

defined in terms of roles plus any information required by those roles and roles may 

use that information to inherit from other roles or define the resources associated 

with operations.  

3.11 Operations Provide Abstractions 

Creating an application confinement model using system call interposition usually 

involves identifying what system calls need to be intercepted. Plenty of research has 

been conducted on system call interposition, particularly for UNIX-based system 

                                                

2 Refer to section 5.3 for a conceptual case study of a web server. 
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call interfaces. RBEE uses the RBAC concept of operations to provide abstractions 

to the multiple system calls used for each access to system resources. 

 

Utilising operations to present abstractions to system calls provides an easier to 

comprehend low-level security layer that is platform independent. Because 

operations are designed as a straightforward security layer (as opposed to the system 

call interface of most operating systems) users are not required to have knowledge of 

the operating system’s system calls. 

 

Specific UNIX and Windows’ system calls and security models have been broadly 

analysed to produce an example set of abstractions and these are given in Appendix 

B: RBEE Operations. Examples are given in terms of UNIX system calls due to 

UNIX’s relative simplicity and availability of documentation.  

3.12 Applications Executing Applications 

A major difference between RBEE and RBAC is that RBEE allows applications to 

start other applications’ processes. There is no equivalent concept in RBAC: 

sessions cannot establish sessions owned by other users. Trusting applications to 

start other programs with a different set of privileges can result in unauthorised 

elevation of privilege, where an application initiates the execution of another 

application with additional privileges and is able to influence the execution of the 

secondary process. This can result in the elevation of privilege of the first 

application indirectly via access to the second application. RBEE therefore attempts 
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to manage the complexities involved in allowing applications to execute other 

applications. 

 

RBEE includes an “Execute-File” operation (see Appendix B: RBEE Operations) 

which is used to specify which applications or executable binaries an application is 

permitted to execute. This limits an application to only execute the programs it needs 

to be able to start. When executing another application, a process is created and 

limited to the subset of privileges belonging to both applications; this is illustrated in 

Figure 3-3. Program A starts program B, program B starts with only access to the 

intersection of A and B’s privileges. Also any programs that B starts are further 

limited. This eliminates privilege elevation from normal application-application 

interactions. Program B cannot be used by program A to do anything program A 

could not do in the first place. 

     

Figure 3-3 RBEE Process Privilege Set 

In order to provide flexibility and ensure that the principle of least privilege is 

maintained, it may be advantageous to trust certain applications to start processes 

with the full set of privileges associated with the invoked application. The reason for 

this is that if the execution of processes can only lose privileges then simple 
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applications (such as a shell) that only require minimal privileges to carry out their 

functionality would need to be associated with all the privileges that are required of 

applications that are started by it. For this reason the “Execute-File” operation has 

the option of specifying that the resultant program will be allowed to start with its 

full set of privileges. This allows a policy to be defined that allows a program such 

as a web browser to launch a program with a different set of privileges such as a 

media viewer. This decision should not be made lightly and is analogous to the 

system-level concept of set-UID programs on a UNIX system; they are used to allow 

one application to execute another with additional privileges (Bishop, 1987). In 

these examples it is the executed application’s responsibility to ensure that is does 

not provide undue privilege to the invoking application. Trusting an ordinary 

application to uphold any kind of policy is counter to our philosophy of treating all 

applications as untrustworthy and therefore should only be used when absolutely 

necessary. This would also result in applications being aware of their responsibilities 

and thus would require knowledge of RBEE. 

 

In most cases the actual RBEE framework itself would be responsible for starting 

new processes at the user’s request. This allows the user to start applications using a 

launch function in the RBEE mechanism. A new process is created with a set of 

roles based on the roles associated with the application. Processes belonging to the 

same application are free to communicate with each other using IPC while processes 

belonging to separate applications require specific privileges to do so. 
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3.13 Comparing RBAC with RBEE 

As illustrated in Figure 3-4 and Figure 3-5 RBAC and RBEE are almost 

mathematically and structurally equivalent.  However, although they appear alike 

they are conceptually very different. RBAC is a per-user access control used by 

system administrators to restrict what permissions each user is entitled to according 

to the duties within their organisation, while RBEE is a per-application restricted 

execution framework utilised by users to restrict what privileges each application is 

allowed based on what the function of the application is. 

 

Figure 3-4 RBAC Architecture 

 

Figure 3-5 RBEE Architecture 
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These diagrams represent the sets of elements within the system and the 

relationships between them. A single headed arrow represents a one-to-many 

mapping between elements, while a double sided arrow symbolises a many-to-many 

mapping. Please refer to the Appendix A for a formalised description of RBEE, and 

2.3.3 and (D. F. Ferraiolo et al., 2001) for a description of RBAC.  

3.14 Design Conclusion 

RBEE was designed by adapting the RBAC model to a per-application context using 

a modified methodology, where each decision was made to achieve and enforce the 

design goals and principles. Each component of RBAC was adapted to represent 

corresponding per-application constructs. The next chapter explores how policy is 

created and managed, and how the architecture would be used. 
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4 Policy Management 

4.1 Overview 

The process of managing RBEE policies is relatively simple; roles are established 

which represent the various functional classes of applications, privileges are 

assigned to roles (directly and via role inheritance), and then applications are 

established (installed on the system and confined by the RBEE framework) and 

associated with roles. When a binary belonging to that application is run (by a 

program trusted to start applications using their policies) a process is created which 

is then able to activate any roles associated with the application. This activation 

would likely be automatic unless conflicting roles existed (in terms of Dynamic 

Separation of Duty) in which case the user would intervene.  

 

This section outlines the steps involved in managing and utilising the RBEE 

framework. Some issues regarding policy semantics are also explored. 

4.2 Creating Roles and Assigning Privileges 

To make management simple, a set of roles representing common behavioural 

classes of applications should be established. Each RBEE role represents 

functionality that applications are trusted to perform. For example these roles may 

include “Web Client”, “Read Files in Directory” and “GUI”. Studies such as the 

MAPbox project (Acharya & Raje, 2000) that have identified behavioural classes of 
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applications and the privileges they require can be used as guidelines to create these 

abstract reusable roles (see 6.6.3). Each role is then associated with privileges (the 

operations that the role is trusted to perform on specific resources) to provide the 

functionality related to that class. For example the “Web Client” role would be 

assigned operations that allow it to communicate using HTTP protocols. 

 

As described in the previous chapter, in many cases it is beneficial to define roles in 

terms of parameters. For example each application assigned to the “Web Client” role 

may be authorised to connect to a different list of hosts and use a different directory 

to store cookies in. RBEE provides this functionality by allowing the role to be 

defined in terms of a list of hosts and a directory, which can then be used as 

parameters for associated operations and roles such as Connect-Outgoing (see 

Appendix B: RBEE Operations). Figure 4-1 illustrates this relationship, where an 

application’s policy is defined in terms of parameters and high level roles. These 

high level roles are parameterised with information which is used to define lower 

level roles and the objects that privileges are made up of. The result is a fine-grained 

set of permissions specific to the application yet defined in terms of high level 

abstractions. 
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Figure 4-1 Example RBEE Hierarchy with Parameters 
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4.3 Role Hierarchies 

When many roles share the same set of privileges role hierarchies can be used to 

reduce the redundancy present. This also makes role management much simpler 

since rather than defining a high level role in terms of numerous low level privileges 

it can be defined in terms of other high or low level roles. This means that if one 

behavioural class can be defined in terms of including another then it is probably 

best to do so. For example a common set of privileges required by all Graphical User 

Interface (GUI) programs could be associated with a role named “GUI”. This role 

would then be included in any roles that describe programs with GUIs such as the 

“Web Browser” and “Word Processor” roles. Role hierarchies clearly provide extra 

layers of abstraction to policy which results in a more manageable policy. 

4.4 Setup and Required User Expertise 

As the initial setup of roles and their association with other roles and privileges is 

likely to be the most complex management task involved and not all users will 

possess the specific expertise required to design an appropriate set of roles with the 

minimum set of privileges, it may be advantageous for most users to leave this to a 

trusted third party such as the software vendor or a system administrator. Once the 

main roles representing common behavioural classes are established they will 

seldom need to be updated. This is similar to the way many RBAC systems are 

managed; roles are created and permissions are associated by specialist security 

management while the less complex task of associating users to roles is done by 

system administrators (D. Ferraiolo, 1995). In RBEE an expert user may create the 



 

  69 

initial roles and privileges while ordinary users mainly add applications to the 

system and define them in terms of roles and privileges. 

4.5 Assigning Roles to Applications 

Once roles have been established, the user can add applications and create policies 

for them. Ideally this could be incorporated into the installation process. When the 

user installs an application they simply give the application a name (or one is 

automatically identified) and choose what roles describe the expected behaviour of 

the application. Applications should only be associated with roles that they can be 

trusted to assume. If these roles require parameters the user must provide the 

information requested. For example an application such as Opera may be assigned 

the “Web Browser” role which requires the location of certain directories such as the 

download and cache directory to be specified. Opera is a very complex multipurpose 

program and may also be assigned “Mail Client”, “IRC Client” and “News Client” 

roles plus any other roles deemed necessary. The user would also specify what to do 

when the application tries to act outside of its confinement. This could be to deny the 

request or to prompt the user to decide whether the request should be allowed and 

possibly result in the policy being updated. Any attempt to act outside of the 

privileges that the user assigned to the process would be denied as specified by the 

user. 

4.6 Managing Separation of Duty 

Conflicting roles or privileges can be classified as statically mutually exclusive 

meaning that roles or privileges in the same mutually exclusive set can never be 
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assigned to the same application. This prevents users from accidentally creating 

policies that contradict higher level security strategies. For example the user may 

never want the file that holds their most personal data accessible by an application 

that has access to Internet resources. This simple rule can be implemented using 

static separation of duty. However, separation of duty does not prevent separate 

applications that require access to the same shared resources from colluding to break 

the higher level policy. 

 

In some cases the user may not trust a specific application to activate certain roles 

concurrently (see 3.9.3). In these cases the user can simply specify what roles cannot 

be active at the same time by a process belonging to the application. Normally a 

process can automatically activate any role assigned to the application as soon as it 

needs to exercise any of its privileges. If the roles are mutually exclusive then the 

user needs to intervene and control when mutually exclusive roles are active. This is 

a variation of the RBAC model which allows sessions (the system-level concept 

relating to processes) to activate and deactivate roles as they wish. The reason that 

RBEE requires the user to control this is if roles are simply automatically activated 

when they are needed and dropped straightaway then there would be no advantage 

of having dynamic separation of duty. This is because in general system calls are not 

executed concurrently. This could lead to a process simply activating a role to read a 

file, which proceeds to copy its contents into memory, dropping the first role and 

then activating a role that allows access to the network thereby circumventing 

policy.  
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A solution to this problem would be to implement a *-property3 like solution. By 

tagging the confidential file as requiring a particular role, any files that are created 

using the information in that file could be likewise tagged. Thus the subsequent file 

would then only be accessible to processes with that role. The above hypothetical 

situation can be considered a highly rare occurrence and would require a 

considerable effort from attackers. This is an example of an RBAC construct 

requiring considerable alteration to apply to a per-application context. 

4.7 Updating Policy 

Like Systrace (see 2.2.4.2), the RBEE framework allows users to make policy 

decisions when applications attempt actions that conflict with policy. The reason this 

type of user interaction may be necessary is because an application’s low-level 

implementation is occasionally hard to predict as applications that perform the same 

tasks may be implemented considerably differently and therefore require access to 

different privileges. Interactive policy review allows users to set strict policies 

without concern that applications will be unable to function. When an application 

makes an attempt to utilise privileges it does not have, the user may be prompted to 

decide what to do. The user should analyse the requested operation and either deny 

the request or decide to allow the request based on the opinion that the offending call 

should be permitted based on the implied high level security policy. The user could 

                                                

3 The *-property (or star property) is a Bell-LaPadula security model rule that only allows a subject to write to an 

object if the security level of the object dominates the security level of the subject (Bell & LaPadula, 1975). 
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also update the application’s policy by adding or creating a role that is associated 

with the necessary privileges to the application.  

 

One potential problem with this approach is that if users are continuously prompted 

to make such decisions they may not review each decision carefully. This could 

result in a bad policy decision being made with potentially catastrophic 

repercussions. For this reason role-privilege associations could be designed to be 

inclusive of all privileges likely to be utilised to perform the expected functionality 

of the application. This situation could be improved somewhat with the automation 

of certain management tasks. 

4.8 Automation of Management 

When updating the policy of an application with specific privileges, rather than 

simply adding a role for extra miscellaneous privileges for the application, all the 

roles could be searched for the inclusion of the specified privileges. The user could 

then associate the application with an appropriate role. This would keep the 

management of privileges at a high level and would not rely on users making very 

low level decisions frequently. 

 

Automation of management could also be implemented to extrapolate what roles an 

application seems to belong to. This would aid users when creating application-role 

associations. One way of applying this would be by running the application in a safe 

environment (confined to minimal roles, yet simulating a liberal policy). These roles 

then need to be reviewed by the user to confirm that they do indeed conform to the 
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user’s expectations of the application’s functionality and with the user’s security 

policy. This could at least serve as a starting point for policy creation with the policy 

further refined using interactive policy generation and careful analysis. This 

approach provides many of the advantages associated with Systrace in terms of 

automation yet provides the user with a much more comprehensive abstract higher-

level view of policy; thus the user is much more likely to review and comprehend 

the newly created policy. 

4.9 Denying System Calls 

As noted by the developers of Janus, denying applications functionality can lead to 

adverse effects (Goldberg et al., 1996). This is the result of many programmers that 

make the assumption that certain system calls will always be successful. Thus when 

some programs are denied access to resources, they simply hang or crash. Clearly 

this may adversely affect the stability of some applications. Therefore while the 

RBEE model improves the integrity and confidentiality of resources it may reduce 

the stability of offending applications. 

4.10 Comparing RBEE Management 

The process of setting up RBEE policies is apparently much simpler and scales 

better than existing system call interposition tools such as Janus, more secure than 

automated systems such as Systrace and much more flexible than solutions such as 

MAPbox. RBEE provides a fine grained privilege model that offers advantages akin 

to those of system call interposition tools, while the abstractions provided makes 

management much easier. 
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As previously discussed (in section 2.2.4 and 3.5), the management of system call 

interposition tools involves writing very complex low-level policies. RBEE allows 

users to define policies using high level abstractions. This makes the process much 

easier to comprehend and reduces the amount of expertise needed to create policies 

based on a user’s intended high level security policies. In a GUI environment a 

RBEE policy could be created with a very simple point and click interaction. A user 

can simply select the high level abstractions that represent the corresponding 

behaviour of the application and if required supply specific information for 

parameterisation such as where certain directories are located. 

 

Although MAPbox provides a static set of behavioural classes to provide 

abstractions, RBEE provides the flexibility of allowing users to define their own 

roles and the privileges associated with them. RBEE also provides the ability to 

define applications in terms of multiple high level roles (each of which possibly 

containing many high or low level roles), while MAPbox defines policies in terms of 

a single process classified into one of 14 classes. Allowing multiple concurrent 

behavioural classes per application is important as many applications exhibit the 

behaviour of multiple behavioural classes. Also many of the behavioural classes 

defined by MAPbox contain a large duplication of policy. RBEE reduces the amount 

of duplication by providing role hierarchies where roles are defined in terms of other 

roles. 
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It seems the RBEE framework is well suited to the automation of certain 

management tasks (see 4.8). While system call interposition tools such as Systrace 

provide automated policy generation, the lack of high level abstractions makes 

review of generated policies highly dubious; most users do not have the expertise to 

understand or translate the low level privileges into a high level security policy (see 

2.2.4.2). RBEE is able to provide high level views of policies to ensure that the user 

consents with generated policies. 

 

Arguably the greatest strength of the RBEE framework is its ability to scale well to 

confine many applications. This is in contrast to other per-application security 

models with a finely-grained privilege model discussed in chapter 2. Although the 

initial process of assigning privileges to roles may be complex, once it is done 

adding applications and defining their policies becomes easy and efficient. For each 

application being confined the user simply chooses what roles the application 

belongs to and specifies any information those roles require. This is substantially 

simpler than defining system call filters. For example the sample Janus policy 

configuration from (Goldberg et al., 1996) shown in Figure 4-2 provides a very 

simple sandbox with very limited access to resources and is quite complex and 

elaborate. Using RBEE the user could simply choose a role that describes the 

functionality of the program and specify any information required for parameters. In 

this example the sandbox is so simple that no parameterised information is needed, 

therefore in RBEE the user would only need to choose the role. Using a GUI 

interface this policy could conceivably be assigned in a single click. This is notably 
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a much more concise management process than selecting the individual calls 

allowed for a common type of application. If another similar application were to be 

installed at a later date with extra functionality, using RBEE the user would simply 

include the original role and add extra roles representing the new functionality. 

 

 

Figure 4-2 Simple Example Janus Policy 

(Goldberg et al., 1996) 
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5 Conceptual Case Studies 

5.1 Overview 

Conceptual case studies are used to analyse the model as time and budget constraints 

prohibited the implementation and testing of a RBEE system. The following 

conceptual case studies have been conducted to demonstrate and explore the 

advantages of the RBEE framework and also to explore any possible complications 

with its use in practice. This provides tangible examples to illustrate how the 

concepts can be applied to provide substantial benefits. For each conceptual case the 

scenario is analysed in regards to the security in the presence and absence of RBEE 

and the manageability of RBEE is compared to common system call interposition 

systems.  

 

The security of RBEE was analysed using attack trees (see Appendix C). For each 

conceptual case study an attack tree was developed in order to systematically 

analyse possible weaknesses and then consider each attack vector (Schneier, 2000). 

This provided a methodical approach to consider the strengths, and possibly 

weaknesses, of the proposed framework. Manageability of the model is explored by 

analysing the management task involved. 
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5.2 Case 1: Web browser 

Examples 

Mozilla Firefox, Netscape Navigator, Microsoft Internet Explorer. 

Description 

Web browsers are common applications that are susceptible to many forms of attack. 

They are complex software packages that process and execute untrustworthy data 

and code from many unauthenticated sources. This includes processing HTML, 

DHTML, XML, CSS, SVG and other media and executing various instructions such 

as JavaScript, Java (using a JVM) and ActiveX. In addition, because of the high 

degree of connectivity (via protocols such as HTTP and FTP possibly using 

SSL/TLS) web browsers are at risk of remote attacks.  

 

Vulnerabilities are discovered and published regularly for many web browsers such 

as Microsoft IE (Microsoft, 2005) and Firefox (Naraine, 2005). Many of these 

vulnerabilities allow remote attackers to gain significant unauthorised privileges on 

the victim computer and often result in malicious code being executed on the 

machine. This results in a breach of security: confidentiality, integrity and 

availability are all likely to be potentially compromised as a result. In order to 

restrict what the malicious code can do RBEE could be utilised to confine the 

application to only allow it access to the resources necessary for it to do its job (i.e. 
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use certain protocols to access particular hosts, read and write certain directories and 

files, execute certain helper programs and access to the display to present a GUI).  

Management Task 

In order to confine the application using the RBEE architecture, the user would 

select the roles associated with the high-level behavioural classes that the application 

belongs to. In this case that could simply be “Web Browser”. The “Web Browser” 

role would require information such as the location of its cookies and download 

directories, temporary and configuration files, as well as possibly a list of hosts it 

can connect to. This information would be used to satisfy the roles parameter list. 

The user would also specify what to do in the event of an attempt to violate policy 

(for example prompt the user or deny the request outright). If the browser had 

additional functionality not usually associated with web browsers (such as being an 

email or IRC client) extra roles would also be associated with the application. Opera 

is one example of a web browser that would belong to many other high-level roles. 

 

This is markedly simpler than creating a normal system call interposition policy for 

confining such a complex piece of software. To demonstrate this point note that in 

the example role hierarchy each of the roles in the hierarchy could be associated 

with many privileges, each of which could represent filtering many system calls. For 

example the “HTTP Client” role would include all the operations required to allow 

the program to communicate using various HTTP protocols. This may include 

multiple operations which are abstracting many underlying system calls. The 

Connect-Outgoing operation could include multiple system calls to create a network 
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socket and set the port as well as other details (see Appendix B: RBEE Operations). 

Creating an RBEE policy given the existence of a well designed set of roles is 

clearly much more manageable than creating equivalent system call interposition 

policies. 

Example RBEE Role hierarchy 

Below is an example of a simple role hierarchy that could be used to confine a web 

browser.  

 

“Web Browser” w/parameters (Cookies Directory, Download Directory, Temp  

Directory, Installation Directory, Allowed Hosts, 

JVM,  ActiveX, Media Player, Source Viewer) 

Contains the following inherited roles. 

FTP Client  w/parameters (Allowed Hosts) 

HTTP Client  w/parameters (Allowed Hosts) 

GUI  w/o parameters () 

Read Write  w/parameters (Download Directory, Temp Directory,  

Cookies Directory, Configuration Files) 

Read   w/parameters (Installation Directory ) 

Execute  w/parameters (Media Player, Source Viewer, JVM,  

ActiveX) 
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Security 

An Attack Tree was developed to explore the security of a typical web browser 

executing solely in a traditional per-user access control environment and also in the 

presence of an RBEE environment (see Appendix C: Attack Trees). The attack tree 

demonstrates that there are many situations where an attacker can subvert policy and 

run malicious code in a normal access control environment. These include where an 

attacker is able to insert the code from a remote location (for example by exploiting 

vulnerabilities using active content executed by the browser, active content executed 

by plug-ins and helper processes, utilising network attacks or by simply tricking the 

user) or when malicious code is inserted from a local location (for example 

exploiting vulnerabilities by manipulating local I/O) or by compromising the 

software distribution. These situations can lead to an attacker influencing the 

browser to do things outside of its user’s expectations such as accessing, deleting or 

editing any of the resources that the user has access to.  

 

In all of these normal attack situations RBEE significantly improves security by 

limiting the damage to within the confines of the resources needed for the 

application to carry out its expected functionality. This demonstrates the advantages 

of exercising the principle of least privilege. While the browser may be able to alter 

its cookies and downloaded files (and other resources it requires write access to) it 

cannot compromise the user’s files (unless the user specifically allows it to).  
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5.3 Case 2: Web server 

Examples 

Apache, IIS 

Description 

Web servers are quite different in characteristic than web browsers. Nearly all 

application interaction is via incoming network connections. These incoming 

connections are initiated by many untrustworthy clients who send requests for 

resources which are then fulfilled by the web server. The resources hosted by the 

web server are also potentially untrustworthy as they are often managed by separate 

users. These resources can be static (such as HTML documents or JPEG images) or 

dynamic (such as content generated by CGI, Servlets, JSP, ASP or server side 

JavaScript). Web servers therefore process and execute untrustworthy data and code 

from many untrustworthy sources. Web servers are often the target of attacks for 

many reasons (S. Garfinkel & Spafford, 1997). This includes the publicity that 

arrises from the breach, the confidential information stored by the server such as 

credit card details of clients, access to the organisations network, and the denial of 

service caused.  

 

Many vulnerabilities have been discovered in web servers such as Apache 

(CERT/CC, 2005) and IIS (FrSIRT, 2005) and they often allow remote attackers to 

run malicious code, thereby gaining unauthorised privileges on the server machine. 

RBEE could be used to limit the privileges associated with the web server 
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application thereby confining any malicious code executed by the application. A 

web server needs to be able to receive incoming connections from clients, open new 

network connections, read configuration files and the content that is to be served, 

write to log files and other information stores, and execute helper programs such as 

Perl. 

Management Task 

To confine a web server using the RBEE architecture, the user would simply select 

the role that represented the behavioural class of a web server (such as the example 

“Web Server” role) and specify the location of various files and resources. This 

would include identifying the location of configuration files, content, information 

stores, and helper programs. This is obviously much simpler than defining a system 

call interposition policy, which would involve specifying each system call required 

for the web server to execute successfully. This would be quite a large management 

task (see 4.10). 

Example RBEE Role hierarchy 

Below is an example of a simple role hierarchy that could be used to confine a web 

server.  

 

“Web Server” w/parameters (Temp Directory, Installation Directory, Allowed 

Hosts, Configuration Files, Web Content, Log Files and Information Stores, 

Helper Programs) 

Contains the following inherited roles. 



 

  84 

HTTP Server w/parameters (Allowed Hosts, Web Content) 

Read Write  w/parameters (Temp Directory, Configuration Files, Log  

 Files and Information Stores) 

Read   w/parameters (Installation Directory ) 

Execute   w/parameters (Helper Programs) 

Security 

The attack tree developed to explore the security of a typical web server shows that 

there are various situations where an attacker can undermine policy and run 

malicious code. In a typical access control environment this has dire consequences 

as the program is often installed in a normal user’s account, resulting in the program 

having the privilege to read, execute or alter any files to which the user is permitted 

that type of access. This could potentially violate the files’ confidentiality, integrity 

and availability. Confining the web server within a RBEE environment limits the 

application’s ability to act maliciously.  
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5.4 Case study conclusions 

In each of the cases studied RBEE introduced a substantial improvement to security 

by limiting the ability of the applications to perform malicious actions. As 

demonstrated using attack trees and discussion, many situations exist where 

attackers can (often via exploitation of vulnerabilities) influence applications to 

execute malicious code. Confining applications results in a significant reduction in 

the ability of malicious code to cause damage. RBEE allows for per-application 

policies to be built using varying levels of abstraction. This results in a considerable 

reduction in the complexities of creating and managing application policies. 
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6 Discussion 

6.1 Overview 

RBEE was designed to fulfil a set of design goals intended to represent a 

comprehensive per-application security model that rigorously enforces the principle 

of least privilege while providing enhanced manageability and scalability. In order to 

evaluate the suitability of applying RBAC concepts (namely roles as an abstract 

policy construct) to the area of restricted execution environments, RBEE was 

designed by adapting the RBAC per-user (access control) architecture to a per-

application (restricted execution environment) model. RBEE successfully meets 

these design goals and principles and thus demonstrates the feasibility of applying 

roles as a per-application construct.  

 

This section gives an overview of how each of the design principles and goals have 

been accomplished, explores the strengths and adaptation issues that this study has 

identified as associated with applying adapted RBAC constructs to per-application 

security and subsequently some of the possibilities for future research in this area are 

explored. 
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6.2 Design Principles 

The principles of least privilege, fail-safe defaults, economy of mechanism, 

complete mediation, open design, separation of privilege, least common mechanism 

and psychological acceptability are all enforced by RBEE. This section gives a brief 

evaluation of RBEE in regards to each of these design principles. 

 

The principle of least privilege is rigorously enforced by RBEE. Each application is 

limited to a very finely-grained set of privileges required for the application to 

perform its functionality. Any attempt to act outside of those privileges is denied as 

specified by the user. This confinement allows for much finer granularity than 

isolation systems such as VMs, chroot () and FreeBSD jails and is at a 

granularity level similar to that of system call interposition. The presence of RBEE 

provides a significant improvement to security (over the absence of per-application 

confinement in a traditional access control environment) by limiting the ability of 

applications to act outside of their expected behaviour. This limits the damage of 

malicious code to only within the resources required by the application. This is a 

substantial improvement over traditional access control where applications have 

access to all the user’s privileges. 

 

RBEE enforces the principle of fail-safe defaults by requiring all required privileges 

to be associated with roles assigned to the application. Policy is not based on 

removing unnecessary privileges, rather the assignment of needed privileges.  
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The principle of economy of mechanism is enforced by RBEE’s abstract design and 

specification based on RBAC. RBEE has a relatively straightforward structure and 

its implementation could be based on RBAC and system call interposition 

implementations. 

 

RBEE mediates all access to objects via each application’s associated roles to ensure 

that they are allowed. This allows RBEE to ensure each operation is authorised. 

RBEE consequently enforces the principle of complete mediation. 

 

The security of RBEE does not rely on any secrecy of design or implementation of 

the confinement model, nor does it rely on the ignorance of potential attackers. 

Therefore RBEE is consistent with the principle of open design. 

 

The RBEE confinement model exists as an additional independent layer of defence 

in addition to any access control models implemented at the system wide level. 

RBEE also includes separation of duty functionality which can be used to define 

certain privileges as mutually exclusive. RBEE therefore supports the principle of 

separation of privilege. 

 

RBEE vastly reduces the amount of shared resources between applications and thus 

provides integrity and confidentiality improvements over traditional access control. 

RBEE therefore enforces the principle of least common mechanism in terms of 

shared resources. 
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RBEE provides abstractions that make policy generation and management much 

easier to use and understand than any current per-application confinement models 

with finely-grained policies. RBEE is also very well suited to a GUI implementation. 

RBEE therefore provides significant support for the principle of psychological 

acceptability. The usability and manageability advantages provided by RBEE are 

discussed further in detail within the remainder of this chapter. 

Design Principles 
Least Privilege 
Fail-Safe Defaults 
Economy of Mechanism 
Complete Mediation 
Open Design 
Separation of Privilege 
Least Common Mechanism 
Psychological Acceptability 

Table 6-1 Security Design Principles 

6.3 Design Goals 

RBEE successfully meets the design goals set forth: to provide a scalable, 

manageable per-application confinement model using a finely grained privileges. 

Table 6-2 displays a list of the general design goals, which acted as requirements in 

the design of RBEE. RBEE’s success in terms of these goals (and the design 

principles) demonstrates that RBAC can be adapted to an application confinement 

model to provide a complete practical solution. 
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Functional Goals 
Restrict file-based / device access 
Restrict network access / communication with other processes 

 

General Goals 
Provide a finely grained privilege model 
Provide platform independence 
Provide support for legacy code 
Support usability and manageability through abstractions 
Provide scalability to support confining a multitude of applications 

Table 6-2  Design Goals 

The main underlying requirement for a restricted execution environment is the 

ability to restrict an application’s access to resources such as files, devices and 

ideally also to other forms of communication (D. A. Wagner, 1999). RBEE achieves 

this using roles to provide associations between applications and the privileges they 

are permitted. When an application tries to perform an operation the request is only 

successful if the application is associated with a corresponding privilege. These 

privileges include access to files, devices and even communication with other 

applications via network resources or IPC. These privileges can be defined in terms 

of very low level operations performed on specific resources. Thus an application 

can be confined to only access the resources that it needs (with the type of access 

required) to achieve the specified functionality of the program using a very fine 

grained privilege model. 

 

Another goal was to make RBEE platform independent. Because of the largely 

abstract nature of the model, RBEE is not tied to a specific platform. Operations 

were designed to be inclusive of permissions used on various operating systems 

(specifically UNIX and Windows). Refer to Appendix B for example operations 
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providing abstractions to UNIX system calls. Because operations can represent 

abstract views of (possibly multiple) system calls it is possible for one policy to be 

created and implemented on multiple platforms.  

 

RBEE was also designed to fully support legacy code. Programs require no 

modification to be confined using RBEE and there is no necessity for applications to 

be aware of the presence of RBEE. Applications simply execute as usual until an 

attempt is made to violate policy, in which case the application is denied access to 

the resources. 

 

One of the most important design goals was to create a manageable and scaleable 

confinement model. RBEE provides many layers of abstraction so that policy can be 

observed from varying levels of detail. For example a policy may be made up of 

several high level roles. The user may not be concerned with the fact that there is a 

multitude of underlying privileges and subsequent roles. In this way RBEE is able to 

provide manageability that most other fine grained per-application models do not. 

The model also provides the ability to confine numerous applications without the 

task of policy generation growing directly in proportion to the number of 

applications being confined. Because many applications belong to the same 

behavioural classes, roles can be created to represent these classes and subsequently 

policy may often only need to be defined in terms of containing other previously 

created roles. This means RBEE scales well; when a new application with various 
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functionalities is confined it can be defined in terms of high level policy ideas rather 

than all the individual low level privileges necessary. 

6.4 Extended Dunn’s Evaluation Criteria 

The RBEE model was also appraised using criteria to evaluate per-application 

security as proposed by Dunn (Dunn, 2004). Please refer to Appendix D for 

discussion on how this was accomplished. The six criteria considered are simplicity 

of policy, ease of interposition, completeness, support for legacy applications, 

general usability and simplicity of mechanism. As illustrated in Table 6-3, RBEE 

scored favourably in comparison to other per-applications models. RBEE makes it 

easier to define policies while providing a high level of usability than any other 

confinement model, whilst providing the advantages of finely-grained privilege 

found in system call interposition and Java/.NET architectures. 

 Simplicity 
of 
Mechanism 

Simplicity 
of 
Policy 

Ease of 
Interposition 

Completeness Support for 
Legacy 
Applications 

Usability 

File-system 
changes  
 

High Low Low Low High Low 

Isolation  
 

Low High Low Medium Medium Medium 

System call 
interposition  
 

Low Low High High High Low 

Java/.NET  
 

Medium Low Medium High Low High 

VMs  
 

High High High High Medium Medium 

RBEE MEDIUM HIGH HIGH HIGH HIGH HIGH 

Table 6-3 Extended Dunn's Evaluation Criteria 

Adapted from (Dunn, 2004) 
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6.5 Roles as a Per-application Security Construct 

RBEE was developed in order to evaluate the feasibility and potential impact of 

applying RBAC concepts to the area of restricted execution environments. It is 

apparent that utilising roles as a per-application security model construct is not only 

feasible but also provides some very clear benefits such as improving scalability, 

manageability and usability. The RBEE architecture was designed based on adapting 

an established methodology for creating RBAC functional packages. This resulted in 

a more or less direct adaptation of RBAC from a per-user (access control) 

architecture to a per-application (restricted execution environment) model. The 

resulting model was further tailored to a per-application context, and thus identified 

some of the adaptation issues involved in applying RBAC to a per-application 

context. This included the parameterisation of roles and the inclusion of an element 

to represent the various binaries that are confined by the same policy. 

6.5.1 Advantages 

RBEE illustrates the many significant advantages of employing RBAC concepts to 

confine applications. Using roles as a policy construct allows RBEE to define 

application confinement policies in terms of high level, reusable constructs which 

represent behavioural classes of programs. The result is a per-application 

confinement model with significant manageability and scalability improvements 

over other per-application architectures that utilise finely grained privilege models. 

See section 4.10 for a comparison between RBEE and other per-application models.  
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6.5.1.1 Manageability and Usability 

Utilising roles as a per-application paradigm makes complex, finely grained policies 

easier to manage than other per-application confinement architectures such as 

system call interposition using Janus or Systrace (as described in section 4.10 and 

5.2). Roles provide levels of abstraction that make it easier to comprehend policies 

and also easier to translate high level ideas into finely grained policies. For example, 

as shown in the web browser conceptual case study in section 5.2, a web browser 

application’s policy can be set up by simply selecting the “Web Browser” role and 

providing information specific to that actual web browser, such as the location of 

certain directories. This is a significant achievement as web browsers are a very 

complex application, requiring access to many different types of resources. The use 

of RBEE to manage this policy would result in a very fine-grained policy generated 

using a very simple process. 

 

Similarly the “Web Browser” role contains other roles representing high level 

abstractions such as “HTTP Client” which provides the privileges for 

communicating using the HTTP protocol. The layered policy that results from role 

hierarchies can allow a user to “drill down” when viewing a policy; from high level 

roles to lower level detail through the hierarchies of roles and down to the low level 

privileges made up of operations on objects. This makes complex low level policies 

easier to manage and comprehend as the user is presented with levels of abstractions. 
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In stark contrast with other per-application confinement architectures such as Janus, 

RBEE allows succinct high level policies to be created using flexible abstractions. 

Janus (and other similar system call interposition architectures) on the other hand 

define policy in terms of extremely complex individual system call filters. As 

demonstrated in Figure 4-2 (on page 76) even simple Janus policies are quite 

complex; section 4.10 compared this with the task of setting up RBEE policies. 

RBEE clearly provides an excellent compromise between the simplicity of setting up 

an all-or-nothing confinement environment (which is isolated and can only access its 

own data), and the ability to securely share select resources between applications of 

restricted execution environments with a fine-grained privilege model (such as 

system call interposition). This allows applications to share resources in a controlled 

manner which is easy to define.  

 

The RBEE model is particularly well suited to a GUI implementation where a user 

can simply choose roles from a list and provide any information needed for 

parameterised roles. Assuming roles that represent functional classes of applications 

exist, simple self contained policies (which require no parameterisation) could be 

defined in a few clicks of the mouse. When policies require application-specific 

information, such as the location of specific directories, the user (or an automated 

process) simply provides that information. This simple process results in a complex 

low level policy which can be viewed as high level abstractions and that can confine 

an application to the minimum set of privileges required for it to function as 

expected. 
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6.5.1.2 Scalability 

One of the main strengths of the RBAC model is its ability to scale well to confine 

many users (Rhodes & Caelli, 1999). Each time a new user joins the organisation, 

rather than specifying every user’s permissions separately on an individual basis, an 

administrator simply needs to associate the user with their roles within the 

organisation. RBEE illustrates that a similar benefit can be gained from applying 

these concepts to an application level context: roles can be used as a per-application 

policy construct to provide scalability to restricted execution environments. This is 

because many applications can be categorised into the same behavioural classes and 

can be confined to sets of privileges required for the applications to carry out their 

functionality (Acharya & Raje, 2000).  

 

Once privileges are assigned to roles, each application can be defined in terms of the 

roles that describe the application’s functionality. This greatly reduces the 

management task involved in creating policies to confine individual applications. 

Rather than defining applications in terms of every distinct privilege they require 

they can be simply defined in terms of what behavioural classes (roles) they belong 

to. Thus the model scales well to confine the numerous applications that users install 

on their systems. 

 

Role hierarchies provide further scalability by defining roles in terms of other roles. 

This not only reduces redundancy in policy but also enhances scalability when 

creating roles and their associations with privileges. This is demonstrated in the web 



 

  97 

browser conceptual case study (see 5.2) where the “Web Browser” role includes the 

“GUI” role. Without role hierarchies the web browser role (and every other high 

level role that defines GUI applications) would have to include all the separate 

privileges that GUI applications need in order to function. 

6.5.1.3 Security 

Implementing per-application architectures (such as RBEE) provides significant 

security improvements over simply relying on per-user access control mechanisms 

(Dunn, 2004). RBEE improves the security of resources by limiting the abilities of 

applications. RBEE enforces the principle of least privilege by confining 

applications to the minimum set of privileges required for them to do their job. If a 

program attempts to act maliciously by trying to exercise privileges not associated 

with the application the action will be denied as specified by the user. For example, 

this restricts an application from reading from, or writing to files unless that 

application is specifically trusted to in order for it to perform its task. This limits the 

ability of applications to behave maliciously whether by intent or mishap. 

 

Roles are good for providing restricted access to shared resources (D. Ferraiolo & 

Kuhn, 1992). This makes roles an appropriate construct to apply to restricted 

execution environments as it is quite common for many applications to share 

resources. For example an image file may be created with one program and 

displayed with another. The disadvantage of any systems that share resources is that 

it can result in policies where information flow can result in a loss of confidentiality. 

This can be mitigated in various ways using separation of duty. 
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Separation of duty provides a unique concept to the area of restricted execution 

environments: the ability to specify that certain privileges are mutually exclusive. 

This allows high level security policies to be constructed specifying that specific 

privileges cannot be exercised simultaneously. Static separation of duty prevents 

conflicting privileges from being assigned to the same application, while dynamic 

separation of duty stops applications from exercising privileges concurrently. This 

provides the advantage of allowing high level security policies to be created to limit 

the accidental creation of policies which subvert high level security ideas. 

6.5.2 Adaptation Issues 

In addition to demonstrating the advantages that roles can provide to per-application 

confinement architectures, RBEE has helped to identify some of the issues involved 

in adapting RBAC to a per-application context. These include information flow 

issues, the need for parameterised roles and allowing applications to execute 

applications. 

 

Dynamic Separation of Duty was adapted to provide RBEE with a unique concept 

within the area of restricted execution environments: the ability to allow an 

application to be assigned two mutually exclusive conflicting privileges and limit 

their use to one at a time. However, because RBEE shares resources between 

applications it is hard to guarantee that a user will not accidentally create a policy 

that will result in the loss of confidentiality. Creating separation of duty policies can 

mitigate this problem; however further restrictions are required to prevent 
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unauthorised information to flow via shared resources (as discussed in 4.6). 

Dynamic Separation of Duty provides RBEE with advantages over other application 

confinement models as they don’t take these issues into consideration. 

 

Unlike RBAC, RBEE roles are parameterised. This is necessary because policies 

describing applications often need to be defined in terms of information specific to 

the applications such as the location of specific directories and resources (Acharya & 

Raje, 2000). This is in contrast to RBAC where all members of a particular role are 

authorized exactly the same permissions. This illustrates a fundamental difference in 

the application of roles within per-application and per-user contexts: roles in per-

application security depend on application specific information whereas roles in a 

per-user access control context are self contained. 

 

One of the major differences between the concepts being confined is that, in 

restricted execution environments, applications must be able to start other 

applications. This is a concept that has no equivalency in RBAC; sessions cannot be 

started by sessions owned by other users. For this reason RBEE needed to support 

this feature while ensuring that the system remained secure. In most cases the RBEE 

architecture itself is responsible for starting new processes at the user’s request (like 

RBAC). However, if one application starts another (with permission to do so) then it 

is confined by default to the subset of the intersection of the two applications 

policies. This is done to prevent unauthorised privilege elevation. An option is 

included to allow applications to execute other applications with their full set of 
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permissions on special occasions where it is necessary to do so. The need for this 

additional functionality demonstrates one of the main differences between the 

concepts involved in application confinement and per-user access control: 

application confinement involves the added requirement of allowing one confined 

application to execute another application confined using a different policy. 

6.6 Future Work 

Many opportunities exist to perform further studies within the area of role-based 

restricted execution environments. RBEE demonstrates that applying roles as per-

application policy constructs to assign privileges to applications provides many 

advantages, and there are many prospects for continuing research in this area. 

6.6.1 Implementing RBEE 

In order to better evaluate RBEE and the underlying ideas it would be advantageous 

to implement a RBEE mechanism. Once implemented the resulting software could 

be utilised to conduct further research to explore how the model would perform in 

real usage scenarios. Having an implementation would make the model easier to 

evaluate using experiments and case studies (as opposed to conceptual case studies). 

An implementation could be used to better test and quantify the scalability, usability, 

manageability and security provided by the model. 

6.6.2 Per-user and Per-application as One Role-base d Model 

Although it can be argued that having different security models applied at separate 

contexts improves security, it may be advantageous to combine a role-based per-user 
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access control model such as RBAC with a per-user restricted execution framework 

such as RBEE. The resulting model could therefore use the same privilege model to 

assign privileges to users who can then allocate those privileges to their individual 

applications. This could result in a system wide access control model that provided 

per-user and per-application confinement capabilities. This would probably require 

some sets of roles that apply on a system-wide user level, and some that only apply 

at the application level. The resulting architecture would help consolidate the two 

areas of research and possibly further improve the overall manageability of user and 

application confinement. 

6.6.3 Classifying Application Behaviour into Roles 

Although beyond the scope of this study, the development of a complete role 

hierarchy that encompasses all the common behavioural classes of applications 

would be highly beneficial to this field of research as it would facilitate further 

development and testing. Studies such as MAPbox (Acharya & Raje, 2000) 

demonstrate the feasibility of classifying applications into behavioural classes and 

provide a starting point for designing RBEE role hierarchies. Some small example 

role hierarchies have been proposed in the conceptual case studies to illustrate the 

way the model could be applied to specific situations. Having a complete role 

hierarchy would better demonstrate the scalability of the model by showing the 

relationships between many applications and the roles they would belong to. 
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6.6.4 Studying Role-role Relationship Patterns 

Study of the relational lattices between roles in RBAC and RBEE may reveal 

recurring patterns. There are many parallels between role-based systems and object 

oriented solutions. The similarity between role hierarchies and object oriented 

inheritance may extend to include the recurrence of structural relations between 

roles. This is another area for future research. 

6.6.5 Applying Access Controls to Application Confi nement 

RBEE demonstrated that programs within a restricted execution environment can be 

treated in a similar way that users are confined within an operating system. There 

may be other access control models, and research within the access control domain, 

that could be applied to the still developing area of per-application confinement to 

gain further benefits. Some of the specific technologies that could be explored are: 

capability-based models, access control lists, and Mandatory Access Control models. 

Also the possibility of designing a confinement model that incorporated these 

architectures acting at both contexts (user level and application level) to confine 

users and further limit applications could be investigated. 

6.7 Conclusion 

The RBEE confinement model meets all its design goals while adhering to secure 

design principles. This demonstrates that applying RBAC concepts to per-

application confinement is feasible. RBEE also demonstrated that applying RBAC 

constructs to an application confinement model provides clear advantages over 

existing per-application models. Utilising roles as an abstract policy construct 
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provides finely-grained application confinement (rigorously enforcing the principle 

of least privilege) while substantially improving usability, manageability of policy 

and scalability, surpassing established per-application confinement models that 

employ finely-grained privilege models such as system call interposition 

architectures (for example Janus and Systrace). In addition, some of the issues 

involving the adaptation of RBAC constructs to apply to per-application security 

were identified and discussed. Role-based per-application security appears to be a 

field requiring further study with many opportunities to improve the usability of 

confinement models, manageability of policy and scalability to confine numerous 

applications using finely-grained per-application security policies. 
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Appendix A: The RBEE Model 

Utilising The NIST Methodology for creating RBAC functional packages the 

following model was developed using the NIST standard for RBAC (D. F. Ferraiolo 

et al., 2001). This resulted in a more or less direct adaptation of RBAC from a per-

user (access control) architecture to a per-application (restricted execution 

environment) model. 

 

This definition is defined using Z notation. Z notation expresses abstract system 

properties using mathematical notation. These specifications are abstract and loose 

allowing for differing actual implementations (ISO/IEC, 2002). Z notation is 

commonly used to define security systems. The basic elements of the RBEE model 

are defined using semi-formal naïve set theory. 

 

None of the issues discussed in section 6.5.2 have been addressed in this description 

of RBEE. This includes parameterization of roles, applications starting applications 

and file tagging. This is due to the many different implementation options. Further 

research needs to be done to confirm the best approach. These things were left out of 

the specifications to ensure that the scope of the model was manageable.  
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Figure A-1 The RBEE Model Formally 

Adapted from Core RBAC 

- BINARIES, ROLES, OPS, and OBS (binaries, roles, operations and objects 
respectively). 

- APPLICATIONS, the set of applications. 
- application_binaries  (a : APPLICATIONS) f 2 BINARIES, the mapping of 

application a onto a set of binaries. 
- AA z APPLICATIONS x ROLES, a many-to-many mapping application-to-

role assignment. 
- assigned_applications: (r:ROLES) f 2 APPLICATIONS, the mapping of role r 

onto a set of applications. 
Formally: assigned_applications(r)={a ³ APPLICATIONS | (a, r) ³ AA}. 

- PRIVILEGES = 2(OPS x OBS), the set of privileges. 
- PA z PRIVILEGES X ROLES, a many-to-many mapping privilege-to-role 

assignment. 
- assigned_privileges: (r:ROLES) f 2 PRIVILEGES, the mapping of role r onto a 

set of privileges. 
Formally: assigned_privileges(r)={p ³ PRIVILEGES | (p, r) ³ PA}. 

- Ob(p: PRIVILEGES) f {op z  OPS}, the permission-to-operation 

mapping, which gives the set of operations associated with permission p. 
- Ob(p: PRIVILEGES) f {ob z  OPS}, the permission-to-object mapping, 

which gives the set of operations associated with permission p. 
- PROCESSES, the set of processes. 
- application_processes (a: APPLICATIONS) f 2 PROCESSES, the mapping of 

application a onto a set of processes. 
- process_roles (p: PROCESSES) f 2 ROLES, the mapping of process p onto a 

set of roles. 
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Formally: process_roles(pi) ³ {r ³ ROLES | (application_processes (pi), 
r) ³ AA}. 

- avail_process_perms(p: PROCESSES) f 2 PRIVILEGES, the privileges 

available to an application’s process, Ir ³ process_roles(s) assigned_privileges(r). 

Adapted from Hierarchical RBAC 

(2a General Hierarchies) 

- RH z ROLES x ROLES is a partial order on ROLES called the inheritance 

relation, written as ̆, where r1 ˘ r2 only if all privileges of r2 are also 

privileges of r1, and all users of r1 are also users of r2. 
Formally: r1 ˘ r2 fi authorised_privileges(r2) z authorised_privileges(r1) 
^ authorised_applications(r1) z authorised_applications(r2) 

- authorised_applications(r:ROLES) f 2 APPLICATIONS , the mapping of role r 
onto a set of applications in the presence of a role hierarchy. 
Formally: authorised_applications(r)={a ³ APPLICATIONS | r' ˘ r (u, r') 
z AA}. 

- authorised_privileges(r:ROLES) f 2 PRIVILEGES, the mapping of role r onto 
a set of privileges in the presence of a role hierarchy. 
Formally: authorised_ privileges (r)={p ³ PRIVILEGES | r' ˘ r (p, r') z 
PA}. 
 

Adapted from Static Separation of Duty 

(3b SSD in the presence of a Hierarchy) 

- SSD z (2 ROLES x N) is a collection of pairs (rs, n) in Static Separation of 

Duty, where each rs is a role set, t a subset of roles in rs, and n is a natural 
number ≥ 2, with the property that no application is assigned to n or more 
roles from the set rs in each (rs, n) e SSD.  

Formally: A(rs, n) ³ SSD, At z rs: |t| ≥ n fi Iret authorised_applications 
(r)=0. 

Adapted from Dynamic Separation of Duty 

- DSD z (2 ROLES x N) is a collection of pairs (rs, n) in Dynamic Separation 

of Duty, where each rs is a role set, t a subset of roles in rs, and n is a natural 
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number ≥ 2, with the property that no process may activate n or more roles 
from the set rs in each (rs, n) e SSD.  

Formally: Ars ³ 2 ROLES, n ³ N, (rs, n) ³ DSD fi n ≥ 2 ^|rs| ≥ n, and 
Ap z PROCESSES, Ars ³ 2 ROLES, Arole_subset z process_roles(p) fi 
|role_subset| < n. 
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Appendix B: RBEE Operations 

These operations were designed to provide platform independent abstractions to low 

level privileges commonly found in commodity operating systems. Although both 

UNIX and Windows were studied to produce this list, examples are given in terms 

of UNIX. Example system calls are given to demonstrate the feasibility of providing 

operations to create abstractions to a very finely grained privilege model. This list is 

not intended to be complete; rather simply a list of examples of the types of low 

level privileges that could be implemented. 

 

Name: 

Read-File 

Parameters: 

File name 

Acts on object(s): 

The file specified 

Example UNIX System Call Interposition implementation: 

Allow the “open, openat, pread, read, readv” system calls when applied to 

opening the specified file with read permission. 
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Name: 

Write-File 

Parameters: 

File name 

Acts on object(s): 

The file specified 

Example UNIX System Call Interposition implementation: 

Allow the “open, openat, pwrite, write, writev” system calls when applied 

to opening the specified file with write permission. 

 

Name: 

Append-File 

Parameters: 

File name 

Acts on object(s): 

The file specified 

Example UNIX System Call Interposition implementation: 

Allow the “open” system call when applied to opening the specified file with 

append permission. 
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Name: 

Execute-File  

Parameters: 

File name 

Acts on object(s): 

The file specified 

Example UNIX System Call Interposition implementation: 

Allow the “exec, execl, execle, execlp, execv, execve, execvp” system 

calls when applied to executing the specified file. This would also create a new 

RBEE process associated with a subset of the policy belonging to the application 

associated with the binary (File name) and the application making the request. 

 

Name: 

Execute-File-Using-Full-Policy 

Parameters: 

Directory name 

Acts on object(s): 

The directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “exec, execl, execle, execlp, execv, execve or execvp” 

system call when applied to executing the specified file. This would also create a 

new RBEE process associated with the policy belonging to the application 

associated with the binary (File name). 
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Name: 

Traverse-Folder 

Parameters: 

Directory name 

Acts on object(s): 

The directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “chdir, fchdir” system call when applied to changing to the specified 

directory. 

 

Name: 

List-Folder-Content 

Parameters: 

Directory name 

Acts on object(s): 

The directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “getdents” system call when applied to listing files in the specified 

directory. 
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Name: 

Create-File 

Parameters: 

Directory or file name 

Acts on object(s): 

(Adds a file to) the directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “creat, mknod” system call when creating a file in the given directory or 

with the specified name. 

 

Name: 

Create-Folder 

Parameters: 

Directory name 

Acts on object(s): 

The directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “mkdir, mknod” system call when creating a directory with the specified 

name. 
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Name: 

Delete-File 

Parameters: 

Directory name 

Acts on object(s): 

The directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “unlink, unlinkat” system call when applied to the specified file. 

 

Name: 

Delete-Folder 

Parameters: 

Directory name 

Acts on object(s): 

The directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “rmdir” system call when applied to deleting the specified empty 

directory. 
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Name: 

Rename  

Parameters: 

Directory/File name 

Acts on object(s): 

The directory or file specified 

Example UNIX System Call Interposition implementation: 

Allow the “rename, renameat” system call when applied to the specified file or 

directory. 

 

Name: 

Read-Attributes-and-Permissions  

Parameters: 

Directory or file name 

Acts on object(s): 

The directory or file specified 

Example UNIX System Call Interposition implementation: 

Allow the “fstat, fstatat, lstat, stat” system call when applied to reading 

the attributes of the specified file or directory. 
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Name: 

Change -Attributes-and-Permissions 

Parameters: 

File or directory name 

Acts on object(s): 

The file or directory specified 

Example UNIX System Call Interposition implementation: 

Allow the “chown, fchmod, fchown, fchownat, fcntl, lchown” system call 

when applied to changing the directory or file’s details. 

 

Name: 

Connect-Outgoing-Process 

Parameters: 

Receiving program, Signal Nº 

Acts on object(s): 

The process specified 

Example UNIX System Call Interposition implementation: 

Allow the “kill, sigpending, sigsend, sigsendset” system call when applied 

to sending a signal to the specified program. 
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Name: 

Connect-Outgoing-Network 

Parameters: 

Network Host (Host location, port, protocol) 

Acts on object(s): 

The network access point 

Example UNIX System Call Interposition implementation: 

Allow the “socketcall, socket, bind, sendto, recvfrom, write, read, 

accept” system calls and methods when connecting to the remote host specified 

using the specified protocols. 

 

Name: 

Accept-Incoming-Network 

Parameters: 

Network Hosts 

Port 

Protocol 

Acts on object(s): 

The network access point 

Example UNIX System Call Interposition implementation: 

Allow the “socketcall, socket, bind, sendto, recvfrom, connect, 

write, read, listen” system calls when listening to connections on the specified 

port using the specified protocol from the specified hosts. 
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Name: 

Set-System-Time 

Acts on object(s): 

The system time 

Example UNIX System Call Interposition implementation: 

Allow the “stime, adjtime” system calls. 

 

Name: 

Set-System-Information 

Acts on object(s): 

The system information strings 

Example UNIX System Call Interposition implementation: 

Allow the “sysinfo” system call. 
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Appendix C: Attack Trees 

Created by Bruce Schneier, attack trees provide a methodical way of describing 

threats and counter measures pertaining to a system (Schneier, 2000). Attacks 

against the system are represented in a tree structure where the goal of the attacker is 

represented by the root of the tree and specific ways of achieving the goal are 

symbolised by the leaf nodes (Moore, Ellison, & Linger, 2001). Attack trees are 

often large and are thus better represented in outline format rather than in a graphical 

format. Attack trees can be used to evaluate the security of a system as they 

represent information in an organised and informative manner. 

Attacks against a Web Browser: 

Application: Web Browser (e.g. Firefox, Internet Explorer or Netscape) 

Environment 1: Common commodity operating system such as Linux or Windows 

using a typical (medium security) policy 

Environment 2: RBEE scenario. The web browser is assigned the “Web browser” 

role (with the parameters: Cookies Directory, Download Directory, Temp  

Directory, Installation Directory, Allowed Hosts, JVM, ActiveX, Media Player, 

Source Viewer).  

 

Goal: Run malicious code on the machine running the browser 
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The goal of the attacker is to use the browser to perform malicious tasks that would 

not be considered legitimate for a browser to perform (for example: delete all of the 

files owned by the user) 

 

1. Run malicious code on the machine running the browser 
1.1. Insert malicious code from a remote location 
 

The attacker is attacking from a remote location and all 

attacks are via network connections. 

 

1.1.1. Exploit vulnerabilities (e.g. buffer overflow (Cowan et al., 1998)) 
using active content executed by the browser 

 

Many exploits take advantage of vulnerabilities in the 

execution of mobile code. The attacker uploads malicious 

code to a server. When the user browses to the active content 

it is automatically executed within the browser. If the browser 

contains the vulnerability malicious code may be executed on 

the user’s computer. 

 

In environment 1 the code can successfully delete any files 

owned by the user and any files which other users have 

entrusted the user with write permissions1. 

 

                                                

1 On a Windows machine users are often given administrator privileges, thus allowing them to delete 
any file including system critical files (Pegoraro, 2003). 
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In environment 2 the code may still execute until the exploit 

attempts to act outside of its privileges assigned via the roles 

associated with the application2. This would contain the 

malicious code to only delete the files in the cookies, 

temporary and downloads directories. 

 

1.1.1.1.1. JavaScript 
 

JavaScript is an example of an active content which is 

commonly used to exploit vulnerabilities (Anupam & Mayer, 

1998). 

 

1.1.1.1.2. Dynamic HTML 
 

Dynamic HTML is another example of an active content 

which could be used to exploit vulnerabilities. 

 

1.1.2. Exploit vulnerabilities (e.g. buffer overflow) using active content 
executed by helper processes 

 

Any additional processes that the web browser invokes to 

execute mobile code may also contain vulnerabilities that 

could potentially be exploited to allow malicious code to be 

executed on the user’s computer. The attacker uploads 

                                                

2 At which point, depending on the security policy, the user may be prompted to make a decision 
whether to allow the action. 
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malicious code to a server. When the user browses to the 

active content it is automatically executed by a helper process. 

If the helper process contains the vulnerability, malicious 

code may be executed on the user’s computer. 

 

In environment 1 the code can successfully delete any files 

owned by the user and any files which other users have 

entrusted the user with write permissions. 

 

In environment 2 the code may still execute until the exploit 

attempts to act outside of its privileges assigned via the roles 

associated with the helper process. This would contain the 

malicious code to only delete the files the helper process 

requires write access to. This is quite minimal as most helper 

programs are limited to a subset of the privileges associated 

with the browser. 

 

1.1.2.1.1. Java applet 
 

In environment 1 if a vulnerability existed within the JVM 

that allows the applet to escape the Java sandbox it could 

potentially delete any files the user can delete. In environment 

2 even if the applet escaped the Java containment it would 

still be unable to delete any of the user’s files (other than in 
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the downloads, temporary and cookies directories) by the 

added security layer provided by RBEE 

 

1.1.2.1.2. Macromedia Flash 
 

Similarly any other plug-ins such as Flash can be contained 

using environment 2 to deny access to the user’s files. 

 

1.1.3. Exploit vulnerabilities (e.g. buffer overflow) using network attacks 
 

Any network communication exposes software to risk. If the 

interaction can be influenced by an attacker there is the 

possibility that the attacker could exploit vulnerabilities 

within the software. 

 

1.1.3.1.1. Connecting to open ports 
 

Many programs accept connections to open ports. This allows 

attackers to instigate connections therefore increasing the 

likelihood of a vulnerability being found. Sending specially 

formatted data can exploit vulnerabilities and allow the 

execution of malicious code. 
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In environment 13 a firewall may exist to filter the incoming 

connections, thereby potentially limiting the incoming 

connections to trusted hosts, ports and or protocols. 

Unfortunately firewalls often apply policies at the user or 

system wide level (or at a higher network level) (Wack, 

Cutler, & Pole, 2002)4. This means that if a user requires 

access to a particular host all of the user’s programs can 

access that host. 

 

In environment 2, firewall-like rules are applied to each 

program individually based upon the privileges assigned via 

roles. This allows each program access to only the network 

permissions required for each independent application. This 

improves security by ensuring each application only receives 

the privileges necessary (Saltzer & Schroeder, 1975).  

 

Web browsers such as Opera will soon include support for the 

BitTorrent peer-to-peer protocol (J. Wagner, 2005). This 

requires the user to open ports through their firewall to accept 

connections thereby increasing the risk of attack. 

 

                                                

3 A traditional firewall can still exist in environment 2 to add an additional layer of security. 
4 Recently this problem has been decreased by a number of firewalls that apply per-application. 
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In environment 1 malicious code can successfully delete any 

files owned by the user and any files which other users have 

entrusted the user with access that type of access. 

 

In environment 2 the code may still execute until the exploit 

attempts to act outside of its privileges assigned via the roles 

associated with the application. This would contain the 

malicious code to only delete the files in the cookies, 

temporary and downloads directories. 

 

1.1.3.1.2. Intercepting Network Traffic 
 

Because the majority of network traffic sent is 

unauthenticated it is possible for the attacker to insert 

specially formatted data that could exploit vulnerabilities and 

allow the execution of malicious code. 

 

Although in environment 1 this allows the application to 

delete many files environment 2 confines the damage to the 

cookies, temporary and downloads directories. 

 

1.1.3.1.3. Control over server 
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If the attacker is actively engaged in communication it is 

possible for the attacker to send specially formatted data that 

could exploit vulnerabilities and allow the execution of 

malicious code. 

 

Although in environment 1 this allows the application to 

delete many files environment 2 confines the damage to the 

cookies, temporary and downloads directories. 

 

1.1.4. Trick the user into running malicious code 
 

Using some simple social engineering users can easily be 

fooled into making a bad security decision that can result in 

the execution of untrustworthy malicious code (Mitnick, 

Simon, & Wozniak, 2002). 

 

1.1.4.1.1. ActiveX 
 

Many users are not aware of the consequences of allowing an 

ActiveX program to run. In environment 1 ActiveX processes 

run at the same privilege level as the invoking user. Therefore 

an ActiveX process has the ability to delete whatever files it 

likes. 
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In environment 2 the ActiveX program runs with the applet 

role. This restricts the actions of the ActiveX code to a similar 

access level as Java applets are allowed. Therefore it can no 

longer write to any files, this restricts it from deleting files5. 

 

1.1.4.1.2. Downloading and executing code from untrustworthy 
locations 

 

Many users can easily be tricked into downloading and 

running code from an untrustworthy source. In environment 1 

this results in a process executing with the users full 

permission set, able to easily delete files. In contrast 

environment 2 would allow the user to specify what specific 

privileges to enable the process to utilise. It would then be at 

the user’s discretion whether or not to allow the new process 

to delete files. 

 

1.2. Insert malicious code from a local location 
 

The attacker is attacking from a local location and all attacks 

are via standard input devices6. For example an attacker may 

be restricted to only interacting with the browser’s interface. 

                                                

5 More research is required to study the affect this has on the execution of ActiveX code. It is possible 
that such strict security policies could inhibit ActiveX components from functioning normally. 
6 On a UNIX X window system this type of attack can be carried out from a remote location if the 
attacker has access to the X window server. 
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By exploiting vulnerabilities in the application the attacker 

may be able to perform other actions. 

 

1.2.1. Exploit vulnerabilities (e.g. buffer overflow) by manipulating local 
I/O 

 

Entering specially formatted data can exploit vulnerabilities 

and allow the execution of malicious code. 

 

In environment 1 the code can then delete any files owned by 

the user and any files which other users have entrusted the 

user with that permission. However in environment 2 the code 

would only execute until the exploit attempts to act beyond 

the privileges assigned via the roles associated with the 

application. This would contain the malicious code to only 

delete the files in the cookies, temporary and downloads 

directories. 

 

1.2.2. Exploit vulnerabilities (e.g. buffer overflow) by intercepting and 
manipulating local I/O 

 

By intercepting and manipulating local I/O traffic the attacker 

can insert specially formatted data can exploit vulnerabilities 

and allow the execution of malicious code. 
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In environment 1 the code can then delete any files owned by 

the user and any files which other users have entrusted the 

user with those permissions. However in environment 2 the 

code would only execute until the exploit attempts to act 

beyond the privileges assigned via the roles associated with 

the application. This would contain the malicious code to only 

delete the files in the cookies, temporary and downloads 

directories. 

 

1.3. Compromising the software 
 

The attacker is attempting to avert security by compromising 

the software itself. By altering the actual program malicious 

code can be placed inside the application. This could be in the 

form of backdoors that allow the attacker to send malicious 

code to the program, or a logic bomb: predefined malicious 

code that actives given certain circumstances. 

 

1.3.1. By a middle man 
1.3.1.1.1. Compromise the software before distribution 
 

An attacker may compromise the software before distribution. 

For example the binary file may be uploaded to a public 

server where the program could be altered, then distributed. 
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Although in environment 1 this allows the application to 

delete many files environment 2 confines the damage to the 

cookies, temporary and downloads directories. 

 

1.3.1.1.2. Change the software during transmission 
 

An attacker may compromise the software during 

transmission. For example the binary file may be altered as a 

user downloads the program. 

 

Although in environment 1 this allows the application to 

delete many files environment 2 confines the damage to the 

cookies, temporary and downloads directories. 

 

1.3.2. By the author of the software 
 

Even when software is authenticated the author’s intent may 

not be known. The author of the software may include 

malicious code into the application itself. This causes a 

serious breach in security for environment 1. The program is 

free to delete all the user’s files. 

 

Since the RBEE model treats all applications as 

untrustworthy, in environment 2 the program is confined to 
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the set of permissions allocated to the application via roles. 

This ensures that the program is limited in its ability to act 

erroneously. The program could therefore only delete files 

from the cookies and downloads directories. 

Attacks against a Web Server: 

Application: Web Server (e.g. Apache or IIS) 

Environment 1: Common commodity operating system such as Linux or Windows 

using a typical (medium security) policy. 

Environment 2: RBEE scenario. The web server is assigned the “Web Server” role 

(with the parameters: Temp Directory, Installation Directory, Allowed Hosts, 

Configuration Files, Web Content, Log Files and Information Stores, Helper 

Programs) 

 

Goal: Run malicious code on the machine running the server 

The goal of the attacker is to use the browser to perform malicious tasks that would 

not be considered legitimate for a web server to perform (for example: delete all of 

the files owned by the user) 

 

2. Run malicious code on the machine running the server 
2.1. Insert malicious code from a remote location 
 

The attacker is attacking from a remote location and all 

attacks are via network connections. 
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2.1.1. Exploit vulnerabilities (e.g. buffer overflow) using dynamic content 
executed by the server 

 

It maybe possible to exploit a vulnerability in the processing 

of dynamic content. This would involve an attacker uploading 

content to the server. (for example DHTML) 

 

In environment 1 the code can successfully delete any files 

owned by the user and any files which other users have 

entrusted the user with write permissions. 

 

In environment 2 the malicious code may still execute until it 

attempts to act outside of its privileges assigned via the roles 

associated with the application. This would contain the 

malicious code to only exercise privileges necessary to 

provide web server services. 

 

2.1.2. Exploit vulnerabilities (e.g. buffer overflow) using dynamic content 
executed/created by helper processes 

 

Any additional processes that the web server invokes to 

execute mobile code may also contain vulnerabilities that 

could potentially be exploited to allow malicious code to be 

executed on the user’s computer. The attacker uploads 

malicious code to the server. When a user accesses the active 



 

  XXXIII  

content it is automatically executed by a helper process. If the 

helper process contains the vulnerability malicious code may 

be executed on the server computer (For example Java 

Serverlets). 

 

In environment 1 the code can successfully delete any files 

owned by the user and any files which other users have 

entrusted the user with write permissions. 

 

In environment 2 the malicious code may still execute until it 

attempts to act outside of its privileges assigned via the roles 

associated with the application. This would contain the 

malicious code to only exercise privileges necessary to 

provide web server services. 

 

2.1.3. Exploit vulnerabilities (e.g. buffer overflow) using network attacks 
 

Any network communication exposes software to risk. If the 

interaction can be influenced by an attacker there is the 

possibility that the attacker could exploit vulnerabilities 

within the software. 

 

2.1.3.1.1. Connecting to open ports 
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Web servers are required to accept incoming connections 

from remote hosts. These hosts are often unauthenticated and 

untrustworthy. If a vulnerability exists in the way the server 

processes the incoming data it may be possible for malicious 

code to be ran by an attacker. 

 

In environment 1 a firewall may exist to filter the incoming 

connections, thereby potentially limiting the incoming 

connections to trusted hosts, ports and or protocols. 

Unfortunately firewalls commonly apply policies at the user 

or system wide level.  

 

In environment 2, firewall-like rules are applied to each 

program individually based upon the privileges assigned via 

roles. This allows each program access to only the network 

permissions required for each independent application. This 

improves security by ensuring each application only receives 

the privileges necessary (Saltzer & Schroeder, 1975).  

 

In environment 1 malicious code can successfully delete any 

files owned by the user and any files which other users have 

entrusted the user with access that type of access. 
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In environment 2 the code may still execute until the exploit 

attempts to act outside of its privileges assigned via the roles 

associated with the application. This would limit the 

program’s ability to delete files. 

 

2.2. Insert malicious code from a local location 
 

The attacker is attacking from a local location and all attacks 

are via standard input devices. For example an attacker may 

be able to send signals to the server process. By exploiting 

vulnerabilities in the application the attacker may be able to 

perform other actions. 

 

2.2.1. Exploit vulnerabilities (e.g. buffer overflow) by manipulating local 
I/O 

 

Entering specially formatted data can exploit vulnerabilities 

and allow the execution of malicious code. 

 

In environment 1 the code can then delete any files owned by 

the user and any files which other users have entrusted the 

user with that permission. However in environment 2 the code 

would only execute until the exploit attempts to act beyond 

the privileges assigned via the roles associated with the 

application.  
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2.2.2. Exploit vulnerabilities (e.g. buffer overflow) by intercepting and 
manipulating local I/O 

 

By intercepting and manipulating local I/O traffic the attacker 

can insert specially formatted data can exploit vulnerabilities 

and allow the execution of malicious code. 

 

In environment 1 the code can then delete any files owned by 

the user and any files which other users have entrusted the 

user with those permissions. However in environment 2 the 

code would only execute until the exploit attempts to act 

beyond the privileges assigned via the roles associated with 

the application.  

 

2.3. Compromising the software 
 

The attacker is attempting to avert security by compromising 

the software itself. By altering the actual program malicious 

code can be placed inside the application. This could be in the 

form of backdoors that allow the attacker to send malicious 

code to the program, or a logic bomb: predefined malicious 

code that actives given certain circumstances. 

 

2.3.1. By a middle man 
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2.3.1.1.1. Compromise the software before distribution 
 

An attacker may compromise the software before distribution. 

For example the binary file may be uploaded to a public 

server where the program could be altered, then distributed. 

 

Although in environment 1 this allows the application to 

delete many files environment 2 confines the damage. 

 

2.3.1.1.2. Change the software during transmission 
 

An attacker may compromise the software during 

transmission. For example the binary file may be altered as a 

user downloads the program. 

 

Although in environment 1 this allows the application to 

delete many files environment 2 confines the damage to only 

resources that the server requires. 

 

2.3.2. By the author of the software 
 

Even when software is authenticated the author’s intent may 

not be known. The author of the software may include 

malicious code into the application itself. This causes a 
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serious breach in security for environment 1. The program is 

free to delete all the user’s files. 

 

Since the RBEE model treats all applications as 

untrustworthy, in environment 2 the program is confined to 

the set of permissions allocated to the application via roles. 

This ensures that the program is limited in its ability to act 

erroneously. The program could therefore only delete files 

from a few specific directories used by the web server. 
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Appendix D: Extended Dunn’s 

Criteria 

Dunn has proposed a set of evaluation criteria to be used to evaluate proposals for 

per-application security (Dunn, 2004). The six criteria are complexity of policy, ease 

of interposition, completeness, support for legacy applications, general usability and 

complexity of mechanism. To further demonstrate its merits, RBEE has been 

analysed in terms of these criteria and the values have been determined in relation to 

the values given to other per-application models in Dunn’s study. Usability is 

acknowledged as being very important by Dunn’s study but is not quantified in his 

analysis. This evaluation includes usability and is qualified by exploring how easy it 

is to use each system. Also the values of complexity of policy and mechanism have 

been inverted to represent simplicity to ensure the consistency of attributes and thus 

make the values easier to comprehend.  

Simplicity of policy 

Simplicity of policy refers to the ability of the model to translate high level ideas to 

policies easily. Users should not have to define policies in terms of very complex 

rules. RBEE breaks policy into reusable modules (roles) that can represent high level 

security policies. As demonstrated using conceptual case studies and as discussed in 

section 4 the process of constructing and maintaining policy using RBEE is much 

simpler than other finely-grained per-application security models. Defining RBEE 
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policies is a very simple process where users specify the roles representing the 

application’s functionality. Therefore RBEE is scored HIGH for simplicity of policy. 

Ease of interposition 

Ease of interposition refers to the extent that the security architecture facilitates the 

logging of events. This is particularly useful for recovery purposes. RBEE defines a 

very finely grained privilege model that is similar to system call interposition except 

at a slightly higher more abstract level view. Because every operation that an 

application performs is verified the model could easily log each operation including 

the object and resource being changed. The ease of interposition of RBEE is 

therefore HIGH. 

Completeness 

The completeness of the security architecture refers to what resources the model 

protects and whether channels are open for applications to subvert policies. RBEE 

confines applications to restricted access to files and devices and also to network 

resources; such as the ability to communicate using specified protocols with other 

local or remote applications. Granted RBEE does have some subtle complexities 

(see 3.12 and 4.6) where multiple applications can collude to defy policy but this is 

similar to the same problems faced by access control models. RBEE provides all the 

functionality that system call interposition does and using this scale is therefore a 

HIGH level of completeness.  
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Support for legacy applications 

The support for legacy applications refers to whether the model can provide benefits 

to programs not specifically modified or written for the architecture. RBEE does not 

require applications to be modified in any way in order to provide security therefore 

is has a HIGH support for legacy applications.  

Simplicity of mechanism 

The complexity of mechanism describes the amount of new code that needs to be 

written to enforce security and how this code interacts with existing code which was 

not necessarily designed with security in mind. Compared to many per-application 

security models RBEE would require a reasonably complex implementation. 

Operations could be implemented using System call interposition. The actual 

implementation of the model would be very similar to well developed RBAC 

systems. Therefore RBEE has a MEDIUM simplicity of mechanism. 

General usability 

The general usability refers to how easy it is for users to interact with the system. 

Although this would be somewhat dependent upon an actual implementation of the 

RBEE system and the subsequent user interface, there exists great potential for user 

friendliness due to the abstractions provided by the model. The main threat to the 

useability of RBEE is the possibly that the policy prompts could be intrusive (as 

described in section 4.7). RBEE provides substantial usability, manageability and 

scalability improvements over existing architectures that employ fine-grained 

privilege models. Therefore RBEE has HIGH usability. 
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General usability of other architectures 

File-system changes (modifying the security of the file system to support per-

application protection) are hard to utilise and pose a limited solution which makes it 

of limited usefulness. File-system changes are thus rated LOW usability. 

 

Isolation models and VMs are easy to set up but hard to use when resources need to 

be shared. For example if two separately confined applications need to access the 

same data, the security of the isolation model needs to be subverted. This is usually 

done by allowing network access and sharing the information over the network. 

Isolation models and VMs are thus rated MEDIUM usability. 

 

System call interposition architectures require expertise of the system call interface 

in order to ensure policies are meaningful. Most users do not have the necessary 

expertise and thus system call interposition models are thus rated LOW usability. 

 

The Java and.NET security models provide very finely-grained policies, which are 

hard to setup but easy to use. Depending on the author and source of the application 

certain privileges are allowed. The Java and.NET security models are thus rated 

HIGH usability. 
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Dunn’s Criteria Conclusion 

Table B-1 compares the results of applying the evaluation criteria to RBEE with 

Dunn’s results for the per-application architectures he evaluated. RBEE faired well 

compared to other per-applications models while providing a finely-grained 

privilege model that rigorously enforces the principle of least privilege. RBEE 

makes it easier to define policies while being easy to use than any other confinement 

model while providing the advantages of finely-grained privilege found in system 

call interposition and Java/.NET architectures. 

 Simplicity 
of 
Mechanism 

Simplicity 
of 
Policy 

Ease of 
Interposition 

Completeness Support for 
Legacy 
Applications 

Usability 

File-system 
changes  
 

High Low Low Low High Low 

Isolation  
 

Low High Low Medium Medium Medium 

System call 
interposition  
 

Low Low High High High Low 

Java/.NET  
 

Medium Low Medium High Low High 

VMs  
 

High High High High Medium Medium 

RBEE MEDIUM HIGH HIGH HIGH HIGH HIGH 

Table B-1 Extended Dunn's Evaluation Criteria 

Adapted from (Dunn, 2004) 

 


